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DRUG DISCOVERY USUALLY ENDS IN FAILURE

Scannell et al. Nature Rev Drug Disc 11:191, 2012

Nature Reviews | Drug Discovery
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c  Adjusting for 5-year delay in spending impact
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The magnitude and duration of Eroom’s 
Law also suggests that a lot of the things that 
have been proposed to address the R&D pro-
ductivity problem are likely, at best, to have a 
weak effect. Suppose that we found that it cost 
80 times more in real terms to extract a tonne 
of coal from the ground today than it did 
60 years ago, despite improvements in mining  
machinery and in the ability of geologists 
to find coal deposits. We might expect coal 
industry experts and executives to provide 

explanations along the following lines: “The 
opencast deposits have been exhausted and 
the industry is left with thin seams that are 
a long way below the ground in areas that 
are prone to flooding and collapse.” Given 
this analysis, people could probably agree 
that continued investment would be justified 
by the realistic prospect of either massive 
improvements in mining technology or large 
rises in fuel prices. If neither was likely, it 
would make financial sense to do less digging.

However, readers of much of what has 
been written about R&D productivity in 
the drug industry might be left with the 
impression that Eroom’s Law can simply be 
reversed by strategies such as greater man-
agement attention to factors such as project 
costs and speed of implementation26, by 
reorganizing R&D structures into smaller 
focused units in some cases27 or larger units 
with superior economies of scale in others28, 
by outsourcing to lower-cost countries26,  
by adjusting management metrics and 
introducing R&D ‘performance score-
cards’29, or by somehow making scientists 
more ‘entrepreneurial’30,31. In our view, these 
changes might help at the margins but it 
feels as though most are not addressing  
the core of the productivity problem.

There have been serious attempts to 
describe the countervailing forces or to 
understand which improvements have been 
real and which have been illusory. However, 
such publications have been relatively 
rare. They include: the FDA’s ‘Critical Path 
Initiative’23; a series of prescient papers by 
Horrobin32–34, arguing that bottom-up  
science has been a disappointing distraction;  
an article by Ruffolo35 focused mainly on 
regulatory and organizational barriers;  
a history of the rise and fall of medical inno-
vation in the twentieth century by Le Fanu36; 
an analysis of the organizational challenges 
in biotechnology innovation by Pisano37; 
critiques by Young38 and by Hopkins et al.39, 
of the view that high-affinity binding of a 
single target by a lead compound is the best 
place from which to start the R&D process; 
an analysis by Pammolli et al.19, looking at 
changes in the mix of projects in ‘easy’ versus 
‘difficult’ therapeutic areas; some broad-
ranging work by Munos24; as well as a  
handful of other publications.

There is also a problem of scope. If we 
compare the analyses from the FDA23, 
Garnier27, Horrobin32–34, Ruffolo35, Le Fanu36, 
Pisano37, Young38 and Pammolli et al.19, there 
is limited overlap. In many cases, the differ-
ent sources blame none of the same counter-
vailing forces. This suggests that a more 
integrated explanation is required.

Seeking such an explanation is important 
because Eroom’s Law — if it holds — has 
very unpleasant consequences. Indeed, 
financial markets already appear to believe 
in Eroom’s Law, or something similar to it, 
and the impact is being seen in cost-cutting 
measures implemented by major drug com-
panies. Drug stock prices indicate that inves-
tors expect the financial returns on current 
and future R&D investments to be below 
the cost of capital at an industry level40, and 

(KIWTG���^ Eroom’s Law in pharmaceutical R&D. a�̂ �6JG�PWODGT�QH�PGY�FTWIU�CRRTQXGF�D[�VJG�75�
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Total pharma R&D spending doubled to $65B over 2000-2010 
FDA approvals of new molecular entities went down by half 
Number of truly innovative new molecules remained constant at 5-6/year 
2010-2015 has seen large reductions in pharma R&D in the US
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DRUG DISCOVERY USUALLY ENDS IN FAILURE

Paul  et al. Nat. Rev. Drug Discover. 9:203, 2010. 
Chodera et al. Curr. Opin. Struct. Biol., 21:150, 2011.

probability of stage success

4.5 years and $219M

this stage has a 92% failure rate
~2-4% overall 
success rate



103 - 106 parts

We regularly design planes, bridges,  
and buildings on computers 

< 102 atoms

Why not small molecule drugs?



How can we bring drug design into 
the 21st century?



How can we design small molecules 
to have intended biological effects?

Will it bind the target with high affinity?
Will its binding mode have the intended effect on the target?
Does it produce the desired effect on cellular 
Will it bind unintended targets? Are the resulting effects unacceptably toxic?



Multiscale physical models can drive 
small molecule design

physical binding constant catalytic life cycle cellular pathways

Kd Ki,app EC50

We use physical modeling and statistical mechanics to build predictive models



How accurate does one need to be 
to have an impact on drug discovery?

A 2 kcal/mol error in prioritizing lead synthesis would speed lead optimization by 3x 
but even 10% improvements would be of tremendous benefit

M. R. Shirts, D. L. Mobley and Scott P. Brown. "Free energy calculations in structure-based drug design",  
in Drug Design: Structure- and Ligand-Based Approaches, pgs. 61-86, 2010.

4 Shirts, Mobley, and Brown
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Fig. 1.1. Distribution of drug a⇤nities of the chemist’s predictions (blue) compared
to the distribution of drug a⇤nities after selection by computer with computation
error � = 0.5 (purple), � = 1.0 (pink), and � = 2.0 (red). The shaded area represents
the total probability of a proposed modification with a⇤nity gain greater than 1.4
kcal/mol. In many situations, Even with moderate error, a reliable method of
filtering compounds could significantly improve the e⇤cency of synthesis in lead
optimization.

one round of synthesis. With 1.0 kcal/mol error, we still have 36% chance
of achieving the goal with the first molecule synthesized, for about a 5 fold
decrease in median number synthesized. Surprisingly, even with 2 kcal/mol
computational noise the time to the goal is reduced about threefold. Simi-
lar computations can be done with large numbers of computer evaluations;
unsurprisingly, the more computational evaluations can be done, the more
computational noise can be tolerated and still yield useful time savings. For
example, even with 2 kcal/mol error, if 100 molecules can be screened, num-
ber of molecules required to be synthesized is reduced eightfold, similar to
the results for 10 molecules and 0.5 kcal/mol error.

Even relatively small numbers of moderately accurate computer predic-
tions may be able to give significant advantage in the pharmaceutical work
flow; 100 screened molecules with 2 kcal/mol noise or 10 screens with 1
kcal/mol noise in our example process could reduce the number of molecules
required to be synthesized by almost an order of magnitude. Clearly, these
calculations assume the simulations are not biased against active compounds,
and errors that are highly dependent on the binding system would result in
less reliable advantages. But physically based prediction methods should in

3x

5x

8x

1x

affinity gain 
goal of 1 log unit

reduction in time 
to goal

Abbott medicinal chemists

0.5 kcal/mol accuracy

1.0 kcal/mol accuracy

2.0 kcal/mol accuracy

binding free energy gain in lead optimization synthesis



What details are crucial  
for accuracy?

Born-Opppenheimer approximation
Limited treatment of QM (DFT or semiempirical)
Implicit treatment of some electrons

Implicit representation of all electrons

Neglect of polarization
Representation of multipolar moments
by fixed charges

Rigid receptor
Rigid or semi-rigid ligand
Single-configuration scoring
Simple solvation model

NATURE

QM/MM

POLARIZABLE 

MM

MM

DOCKING

entropy 
enthalpy 

conformational  
heterogeneity



What details are crucial  
for accuracy?

Born-Opppenheimer approximation
Limited treatment of QM (DFT or semiempirical)
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Implicit representation of all electrons
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Representation of multipolar moments
by fixed charges
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Single-configuration scoring
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NATURE

QM/MM

POLARIZABLE 

MM

MM

DOCKING

if accurate enough, 
systematically  
remove detail

if insufficiently accurate, 
systematically add detail

molecular mechanics potential energy 

V (q) =
!

bonds

Kr(r − req)
2 +

!

angles

Kθ(θ − θeq)
2

+
!

dihedrals

Vn

2
[1 + cos(nφ − γ)] +

!

i<j

"

Aij

R12
ij

−

Bij
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ij

+
qiqj

ϵRij

#



How can we compute a binding affinity 
including relevant statistical mechanics?

Kd / ⌧
unbound

⌧
bound

bound

time

unbound

P+ L
Kd↵ PL

dissociation 
constant



How can we compute a binding affinity 
including relevant statistical mechanics?

Shan Y, Kim ET, Eastwood MP, Dror RO, Seeliger MA, Shaw DE. JACS 133:9181, 2011.

ANTON 
$50M special-purpose supercomputer from D.E. Shaw Research

Src:dasatanib 
(4 us simulation)

For typical drug off-rates (10-4 s-1), 
reliable calculation of binding affinities would require hour trajectories,  

requiring ~106 years to simulate.

David E. Shaw



alchemical free energy calculations provide a 
rigorous way to efficiently compute binding affinities

∆Gbind

PLP + L

PøP + ø
restraint imposition discharging steric decoupling noninteracting

Requires orders of magnitude less effort than simulating direct association process, 
but still includes all enthalpic/entropic contributions to binding free energy.

multiple simulations of alchemical intermediates

Zn =

!
dx e

−βU(x)

Z =

⌅
e��H(x)dx (1)

�F = ���1 ln Z (2)

P (x) =
e��H(x)

Z
= e�(F�H(x)) (3)

PA(x)

PB(x)
=

exp �(FA �HA(x))

exp �(FB �HB(x))
= e�(�F��H(x)) (4)

PA(x)

PB(x)
= exp (�(�F ��E(x)) (5)

PA(�E

PB(��E)
= exp (�(�F ��E)) (6)

PA(x) = PB(x)e��F���E(x) (7)

1 =
�
(e�(�F��E(x))

⇥
B

(8)

�F = ���1 ln
�
e���E(x)

⇥
B

(9)

�F1⇥N = ���1 ln
ZN

Z1
= ���1 ln

Z2

Z1
· Z3

Z2
· · · ZN

ZN�1
=

N�1⇤

n=1

�Fn⇥n+1 (10)

1

Pioneering work from many: McCammon, van Gunsteren, Kollman, Jorgensen, Chipot, Roux, Boresch, Fujitani, Pande, Shirts, Swope, Christ, Mobley, and many more 
Recent review: Chodera, Mobley, Shirts, Dixon, Branson, Pande. Curr Opin Struct Biol 21:150, 2011. 



alchemical methods can also compute 
many other useful properties

susceptibility to resistance mutations

partition coefficients (logP, logD) and permeabilities 

selectivity for subtypes or related targets/off-targets

lead optimization of affinity and selectivity

β-lactamaseampicillin

lipitor

clomifene ERα/β

also solubilities, polymorphs, etc. 



Alchemical free energy methods can work reliably in 
simple systems, but complex systems remain challenging

...
JNK3 kinasehydration free energies 

1.04±0.03 kcal/mol (N=44) 
Mobley et al. JPC B, 2007


 1.23±0.01 kcal/mol (N=502) 
Mobley et al. JPC B 2009.

1.89±0.04 kcal/mol (N=13) 
Mobley et al. J Mol Biol 

371:1118, 2007

0.4 kcal/mol* (N=8) 
Fujitani et al. 


JCP 123:084108, 2005

* with 3.2 kcal/mol offset

(not to scale)

model systems pharmaceutically relevant

T4 lysozyme L99A FKBP12

Anecdotal literature reports of success 
(publication bias?)

1.33±0.05 kcal/mol (N=17) 
Nicholls et al. J Med Chem 2008.

0.6±0.2 kcal/mol (N=3) 
Mobley et al. J Mol Biol 

371:1118, 2007

prospective RMS error [sample size]

Calculations are notoriously unreliable. 
(e.g. SAMPL predictive challenges)

retrospective RMS error [sample size]



Alchemical free energy methods can work reliably in 
simple systems, but complex systems remain challenging

hard
easy

solvent only 
small, neutral molecules 
fixed protonation states 

small, rigid protein 
small, neutral ligands 

fixed protonation states 
multiple sidechain orientations 
multiple ligand binding modes

small, rigid protein 
fixed protonation states 
larger drug-like ligands 

with few rotatable bonds  

large protein, multiple conformations 
large drug-like ligands, rotatable bonds 
multiple protonation states? tautomers? 

phosphorylation and activation 
peptide substrate? 
MgCl2 salt effects?

...
JNK3 kinasehydration free energies T4 lysozyme L99A FKBP12

(not to scale)

model systems pharmaceutically relevant





Structural engineering wasn’t 
always so successful

“The subject of mechanical pathology is relatively as legitimate and important a study to the engineer as 
medical pathology is to the physician. While we expect the physician to be familiar with physiology, without 
pathology he would be of little use to his fellow-men, and it [is] as much within the province of the engineer 
to investigate causes, study symptoms, and find remedies for mechanical failures as it is to direct the 
sources of power in nature for the use and convenience of man.” 

- George Thomson, 1888

There were 250 bridge failures in the US and Canada between 1878-1888.



Learning from failure drives progress

“When I started Intel we couldn’t make a device twice in a row in the same way. I earned my 
reputation by being part of a team that figured out why a thing was not reproducible… The 
attitude [in high-tech] is, something went wrong for a reason, let’s find the gold nugget… 
But in pharma, if a clinical trial doesn’t work…they just throw [the drug] away…” 

- Andy Grove (former CEO of Intel)



predictions fail for three reasons

We need to UNDERSTAND why failures occur TO improve 
THE ROBUSTNESS OF our PREDICTIVE MODELS

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)

3.   We haven’t sampled all of the relevant conformations 
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1. The forcefield does a poor job of modeling the physics of our system



Fail fast, fail cheap

computational
predictions

experimental
confirmation



How can we speed up FREE ENERGY calculations?

many CPU-weeks/
calculation

$50K 
5 TFLOP/s 

!

doubling  
~18 moNTHs

Doesn’t fit neatly in a synthetic chemist’s 
timeframe to wait weeks for an answer.





many CPU-weeks/
calculation

$500 
5 TFLOP/s 
!

doubling 
EVERY 
12 moNTHS

overnight on a 
workstation?

we Can exploit new GPU technologies to reach 
practical computation times

How can we speed up FREE ENERGY calculations?

$50K 
5 TFLOP/s 

!

doubling  
EVERY 

18 moNTHs



A free, open-source, extensible platform 
for free energy calculations and ligand design

YANK: An open-source, community-oriented platform for  
GPU-accelerated free energy calculations

http://www.getyank.org

NVIDIA GTX-Titan ($1000)

http://openmm.org 
gromacs benchmarks from http://biowulf.nih.gov/apps/gromacs-gpu.html

method natoms gromacs CPU OpenMM GPU speedup
GB/SA 2,489 2.54 ns/day 287 ns/day 113 x

RF 23,558 18.8 ns/day 163 ns/day 8.7 x
PME 23,558 6.96 ns/day 104 ns/day 15 x

OpenMM speedup (GTX Titan) over 12-core Xeon X5650 CPU for DHFR

http://www.getyank.org


Hamiltonian exchange protocol allows for repeated 
binding/unbinding events and reorientation in site

indole binding to T4 lysozyme L99A 
12 h on 2 NVIDIA Tesla M2090 GPUs 

Hamiltonian exchange with Gibbs sampling

solid fully interacting
transparent noninteracting

Chodera and Shirts. JCP 135:194110, 2011 
Wang, Chodera, Yang, and Shirts. JCAMD 27:989, 2013. 

http://github.org/choderalab/yank

http://github.org/choderalab/yank


Additional binding sites can be identified and individual 
affinities estimated by Mixing in monte carlo moves

benzene bound to T4 lysozyme L99A 
AMBER96 + OBC GBSA

core site

surface sites

Chodera and Shirts. JCP 135:194110, 2011 
Wang, Chodera, Yang, and Shirts. JCAMD 27:989, 2013. 

http://github.org/choderalab/yank

http://github.org/choderalab/yank


FREE ENERGIES WITH implicit models of solvent are promising: 
Could PLAY a role in rapid affinity prediction

AMBER ff96 + OBC GBSA (no cutoff) + GAFF/AM1-BCC 
12 h on 2 GPUs
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Fig. 1. The lysozyme L99A binding site. This binding site is a simple, largely
apolar cavity (shown with a surface representation) created by mutating a leucine
(residue 99) into an alanine. It binds a variety of small, often aromatic, molecules,
including benzene, which is shown here, and has been studied extensively both
experimentally and computationally.

ods.

2 Results

2.1 Overview

We first computed binding free energies of a number of compounds with known
binding a⇥nities to the L99A mutant binding site of T4 lysozyme to assess
accuracy of our computed binding free energies. In these retrospective studies,
we uncovered several keys for accuracy in these calculations, and tested several
approximations commonly made in docking. We also applied these methods
prospectively to predict binding a⇥nities and binding orientations for several
molecules.

2.2 Retrospective studies: Comparison with previous experimental results.

To assess the accuracy of our binding free energy methods, we first computed
binding free energies for a test set of 13 small neutral compounds (Table 1).
Of these, binding a⇥nities for 11 were previously measured with isothermal
titration calorimetry23, and two were previously been determined to be non-
binders, with a detection threshold of around 10 mM12,15.
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Fail fast, fail cheap

computational
predictions

experimental
confirmation





+

�G1

�G2

�G3

�G4

�G5

1. PREDICT HOW MODIFICATIONS TO LIGAND WILL CHANGE AFFINITY 
2. TEST EXPERIMENTALLY



Synthesis of new compounds to test 
hypotheses is expensive and time-consuming

Synthesis of imatinib





+

�G1

�G2

�G3

1. PREDICT HOW MODIFICATIONS TO PROTEIN WILL CHANGE AFFINITY 
2. TEST EXPERIMENTALLY



Inverting the drug discovery problem 
allows us to fail Quickly and cheaply

isothermal titration 
calorimetry

expression and purification in ~2L culture

expression assessment in 1 ml culture

quick-change mutagenesis

purchase known ligands

fluorescence binding assays
surface plasmon 

resonance

+



How can we make wetlab experiments look more like 
problems we know how to solve efficiently?

messy 
laborious 

inconsistent 
skill-dependent 

9 am - 5 pm

?

precise 
structured 
consistent 

reproducible 
round-the-clock



AUTOMATE. EVERYTHING. 

Automated platform for bacterial cloning, mutagenesis, expression, purification, 
and binding affinity measurement with 24/7 operational capacity



Assay automation can control error

Shake/Mix Spin Read FluorescenceDispense



model systems can teach us 
valuable lessons

kinases

small, rigid protein 
small, neutral ligands 

fixed protonation states 
multiple sidechain orientations 
multiple ligand binding modes

small, rigid protein 
fixed protonation states 

larger natural product-like  
ligands with rotatable bonds  

large protein, multiple conformations 
large drug-like ligands, rotatable bonds 
multiple protonation states? tautomers? 

phosphorylation and activation 
peptide substrate? 

easy 
hard

IL-2 trypsin 

small protein 
fixed protonation states 

some allostery and 
binding site plasticity 

small, rigid protein 
small ligands 

charged ligands 
protonation state changes

FKBP-12T4 lysozyme L99A



Where do model systems come from?

• Word of mouth (“Hey, you should really look at aspartyl proteases…”) 
• My old advisor worked on this (T4 lysozyme mutants) 
• I got the plasmid from the lab down the hall (chicken Src) 
• Everybody else is working on it! (Abl)

Surely there must be a better way!



Can we mine public datasets for good 
model systems?

Desiderata: 
• good bacterial expression (for cheap protein production) 
• multiple structures available in PDB 
• a variety of known ligands available for purchase 
• large dynamic range of binding affinities (>3 kcal/mol) 
• accessibility to biophysical assays (fluorescence, SPR, ITC) 
• known point mutants (e.g. UniProt) 
• disease relevance (for funding!) 
• properties characteristic of real challenging targets



panning for model systems 
PDB

UniProt

PDB ChEMBL

initial set of UniProt IDs

retrieve all UniProt metadata

retrieve all known structures 
and ligands

ZINC/eMolecules retrieve additional dataexpression/!
cofactors/etc

filter filter by criteria of interest

Mehtap Isik Sonya Hanson



Some targets have bioassay data 
for multiple fda-approved drugs

Mehtap Isik Sonya Hanson



Many targets have usefully 
large dynamic ranges of 
known affinities

Mehtap Isik Sonya Hanson



Can we search for potential 
fluorescent probe compounds?

c1cccc2c1cncn2

Quinazoline scaffolds are often fluorescent

Can we expand this search to all known fluorescent scaffolds?

…and used to find some quinazoline scaffold inhibitors of Uniprot P00918 (carbonic anhydrase II) to serve as probes:
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567 nM 490 nM 700 nM

…which can be expressed as a SMARTS query

Thanks OpenEye!



Many of systems can be expressed by 
robots using a standard protocol
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How sensitive are binding affinities to 
various physical effects?

Protein conformation
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predictions fail for three reasons

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)

3.   We haven’t sampled all of the relevant conformations 
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1. The forcefield does a poor job of modeling the physics of our system
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How are forcefields made?
experimental data 

quantum chemistry 
keen chemical intuition

a parameter set we 
desperately hope someone 

actually uses

heroic effort by graduate 
students and postdocs



As drug discovery explores new parts of 
chemical space, how can forcefields keep up?

computational
predictions

experimental
confirmation

computational
predictions

experimental
confirmation

computational
predictions

experimental
confirmation

to discriminate single vs. double p—p bonds in compounds 24
and 25 in Figure 1.

Bond type information (such as bond orders) can be very
helpful in classifying and discriminating among similar chemical
environments. For various reasons, many force fields, including
AMBER, only apply atom type information, and do not separately
name or keep track of bond orders or types. To be consistent with
the existing AMBER force fields and codes, we have used the sets
of identical atom type pairs described above (cc/cd, cp/cq, ce/cf,
etc.) instead of explicit bond orders to discriminate conjugated/
aromatic single and double bonds. It is notable that although our
scheme works for most of the molecules, there are still some
special molecules that cannot be properly handled. We think that
most of the failures happen to conjugated/aromatic rings attached
to large aliphatic rings [10 ! 4n (n " 0, 1, 2) membered rings].
Figure 1(c) lists two examples of the kind of molecules for which
our current scheme would fail. In our experience, such failures are
only rarely encountered, but future extensions of the GAFF force
field will have to consider these sorts of molecules.

We have developed an atom-type perception program, which is
part of the antechamber suite of Amber, to assign the atom types
described here, based only on an input geometry. Details of the
algorithms involved will be presented in a separate article.19

Charges

To accurately fit conformational and nonbonded energies in a
transferable fashion, one should choose consistent charge ap-
proach. The restrained electrostatic potential (RESP)16,20 at HF/6-
31G* is the default charge approach applied in the Amber protein
force fields. Although RESP is expensive compared to empirical
schemes such as Gasteiger charges, it has many desirable features,
and allows one to use fewer torsional terms than might otherwise
be required.8 It has worked well in tests of small molecules21,22 as
well as proteins. This is the default charge scheme in GAFF
parameterization. Unfortunately, the fact that this charge scheme
needs to run ab initio optimization at the HF/6-31G* level has
prevented it from being widely used in handling large numbers of
molecules. In this situation, one may apply an alternative charge
scheme called AM1-BCC (bond charge correction),23,24 which is
much cheaper than HF/6-31G* RESP. The basic idea of AM1-
BCC is to first carry out a semiempirical AM1 calculation to get
Mulliken charges, followed by a bond charge correction scheme to
obtain results that are compatible with RESP charges. We use the
BCC parameters derived by Jakalian et al.,24 which are designed to
make AM1-BCC charges match the electrostatic potential at the
HF/6-31G* level.

Figure 1. Example molecules that elucidate the definitions of atom
types introduced in GAFF. (a) basic atom types; (b) special atom
types; (c) examples of failed molecules that cannot be properly han-
dled with our atom type scheme. In I(b), unmarked aromatic carbon in
No. 11–15 have an atom type of “ca”; in I(c), atom types that causes
failure are marked with bold italic font.
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needs to run ab initio optimization at the HF/6-31G* level has
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scheme called AM1-BCC (bond charge correction),23,24 which is
much cheaper than HF/6-31G* RESP. The basic idea of AM1-
BCC is to first carry out a semiempirical AM1 calculation to get
Mulliken charges, followed by a bond charge correction scheme to
obtain results that are compatible with RESP charges. We use the
BCC parameters derived by Jakalian et al.,24 which are designed to
make AM1-BCC charges match the electrostatic potential at the
HF/6-31G* level.
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transferable fashion, one should choose consistent charge ap-
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schemes such as Gasteiger charges, it has many desirable features,
and allows one to use fewer torsional terms than might otherwise
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well as proteins. This is the default charge scheme in GAFF
parameterization. Unfortunately, the fact that this charge scheme
needs to run ab initio optimization at the HF/6-31G* level has
prevented it from being widely used in handling large numbers of
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scheme called AM1-BCC (bond charge correction),23,24 which is
much cheaper than HF/6-31G* RESP. The basic idea of AM1-
BCC is to first carry out a semiempirical AM1 calculation to get
Mulliken charges, followed by a bond charge correction scheme to
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Wang J, Wolf RM, Caldwell JW, Kollman PA, and Case DA. J Comput Chem 25:1157, 2004.

The Generalized Amber Forcefield (GAFF) was parameterized with this chemical universe:

Extension of this universe is nontrivial because parameter 
fitting code never released!



The approach to parameterization has evolved over time, 
but it’s still not completely automated by any measure

AMBER parm96

GAFF

lots of “hand tweaking”

genetic algorithm

least-squares optimizationTIP4P-Ew

1990s

early 2000s

mid 2000s

year forcefield parameter fitting atom types

hand-picked

hand-picked

hand-picked

How can we move to automated schemes that are easy to grow and refine?

X -C -N -X    4   10.00        180.0             2.         AA|check Wendy?&NMA

Torsion barrier for peptide bond from parm96.dat



What do we want out of a forcefield 
parameterization scheme?

Everything is automatic; don’t need to tweak things by hand. 
!

Stupendous feats of chemical insight are not required. 
!

Automatically chooses optimal functional forms. 
!

We can can add more data when we reach uncharted parts of chemical space.   
!

Would give us an idea of how reliable it new predictions are expected to be. 
!

We can build a map of what data we should try to collect to improve accuracy.

Is there a procedure that could fit these criteria?



The old way

✓⇤ hAi⇤MD

One set of parameters in, one computed result out



p(✓|D) / p(D|✓)p(✓)

The Bayesian Way

D
✓

p(✓|D)

p(D|✓)
p(✓)

data
forcefield 
posterior

prior on forcefield parameters

data model

Bayes rule provides a probability measure over unknown parameters given data 
and an automated way to update parameters given new experimental data



The Bayesian Way

W can estimate both statistical and systematic components of computed results

✓1
✓2
✓3
✓4

hAi1
hAi2
hAi3
hAi4

Multiple parameter sets in, multiple estimates out



Where do we get the data?



Where do we get the data?

“analogue databases”



The literature is filled with erroneous data

USGS Water-Resources Investigations Report 01-4201, 2001.
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Figure 4.   Plots of aqueous solubility (Sw) and log octanol-water partition coefficient (log Kow) data for DDT and DDE in references reported by Mackay and others (1).  a) DDT/Sw,  b) DDT/log Kow,  c) 
DDE/Sw,  d) DDE/log Kow.  See text for explanation of data points for which values are shown.  “Selected values” are those identified in summary table of Mackay and others (1).  Note: Sw data shown 
are for 18 - 25°C only.
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Data has a habit of being re/misreported: 
The genealogy of a single measurement

Literature Errors
5

Figure  1.   Reference tree showing original O’Brien (80 ) publication and secondary, tertiary and higher references as an example of multi-level referencing.  
[Note:  Non-USGS symbols and abbreviations are employed in this figure due to space limitations (“&” for “and”; “et al.” for “and others”).
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NIST has a solution

�

Number of measurements remaining
Filter step Mass density Static dielectric
�. Single Component ������ ����
�. Druglike Elements ������ ����
�. Heavy Atoms ����� ����
�. Temperature ����� ���
�. Pressure ����� ���
�. Liquid state ����� ���
�. Aggregate T, P ���� ���
�. Density+Dielectric ��� ���

TABLE I: Successive filtration of the ThermoML Archive.
A set of successive filters were applied to all measurements

in the ThermoML Archive that contained either mass
density or static dielectric constant measurements. Each
column reports the number of measurements remaining
a�er successive application of the corresponding filtration
step. The ��� final measurements correspond to �� unique
molecules measured at several temperature conditions.

molecules, we applied the following ordered filters, starting���

withall datacontainingdensityor staticdielectric constants:���

�. The measured sample contains only a single compo-���

nent (e.g. no binary mixtures)���

�. The molecule contains only druglike elements (de-���

fined here as H, N, C, O, S, P, F, Cl, Br)���

�. The molecule has �� non-hydrogen atoms���

�. The measurement was performed in a biophysically���

relevant temperature range (270  T [K] 330)���

�. The measurement was performed at ambient pres-���

sure (100  P [kPa] 102)���

�. Only measurements in liquid phase were retained���

�. The temperature and pressure were rounded to���

nearby values (as described below), averaging all���

measurements within each group of like conditions���

�. Only conditions (molecule, temperature, pressure)���

for which both density and dielectric constants were���

available were retained���

The temperature andpressure rounding stepwasmotivated���

by common data reporting variations; for example, an ex-���

periment performed at the freezing temperature of water���

andambientpressuremightbeenteredaseither ���.���kPa���

or ��� kPa, with a temperature of either ��� K or ���.�� K.���

Therefore all pressures within the range [kPa] (100  P ���

102)were rounded to exactly � atm (���.��� kPa). Tempera-���

tures were rounded to one decimal place in K.���

The application of these filters (Table I) leaves ������

conditions—where a condition here indicates a (molecule,���

temperature, pressure) tuple—for which both density and���

dielectric data are available. The functional groups present���

in the resulting dataset are summarized in Table II; see Sec-���

tion II A for further description of the so�warepipeline used.���

Functional Group Occurrences

�,�-aminoalcohol �
�,�-diol �
alkene �
aromatic compound �
carbonic acid diester �
carboxylic acid ester �
dialkyl ether �
heterocyclic compound �
ketone �
lactone �
primary alcohol ��
primary aliphatic amine (alkylamine) �
primary amine �
secondary alcohol �
secondary aliphatic amine (dialkylamine) �
secondary aliphatic/aromatic amine (alkylarylamine) �
secondary amine �
sulfone �
sulfoxide �
tertiary aliphatic amine (trialkylamine) �
tertiary amine �

TABLE II: Functional groups present in filtered dataset.
The filtered ThermoML dataset contained ��� distinct

(molecule, temperature, pressure) conditions, spanning ��
unique compounds. The functional groups represented in
these compounds (as identified by the program

v�.� [��]) is summarized here.

B. Benchmarking GAFF/AM�-BCC against the ThermoML���

Archive���

�. Mass density���

Mass densities of bulk liquids have been widely used���

for parameterizing and testing forcefields, particularly the���

Lennard-Jones parameters representing dispersive and re-���

pulsive interactions [��, ��]. We therefore used the present���

ThermoML extract as a benchmark of the GAFF/AM�-BCC���

forcefield (Fig. �).���

Overall accuracy. Overall, the densities show reason-���

able accuracy, with a root-mean square (RMS) relative er-���

ror over all measurements of (�.�±�.�)%, especially en-���

couraging given that this forcefield was not designed with���

the intention of modeling bulk liquid properties of organic���

molecules [��, ��]. This is reasonably consistent with previ-���

ous studies reporting agreement of�%onadi�erent bench-���

mark set [��].���

Temperature dependence. For a given compound, the���

signs of the errors typically do not change at di�erent tem-���

peratures (Fig. �, Fig. �). Furthermore, the magnitudes of���

the error also remain largely constant (vertical lines in Fig. ����

B), although several exceptions do occur. It is possible that���

these systematic density o�sets indicate correctable biases���

in forcefield parameters.���

Outliers. The largest density errors occur for a num-���

ber of oxygen-containing compounds: �,�-dioxane; �,�,�-���

with Kenneth Kroenlein, NIST TRC

Kyle Beauchamp



Densities of molecular liquids are 
reasonably well modeled

�

trioxanonane; �-aminoethanol; dimethyl carbonate; for-���

mamide; and water (Fig. �). The absolute error on these���

poor predictions is on the order of �.�� g/cm3, which is���

substantially higher than the measurement error ( 0.008���

g/cm3; see Fig. �).���

We note that our benchmark includes a GAFF/AM�-BCC���

model for water due to our desire to automate benchmarks���

against a forcefield capable of modeling a large variety of���

small molecular liquids. Water—an incredibly important���

solvent in biomolecular systems—is generally treatedwith a���

special-purposemodel (such as TIP�P [��] or TIP�P-Ew [��])���

parameterized to fit a largequantity of thermophysical data.���

As expected, the GAFF/AM�-BCC model performs poorly in���

reproducing liquiddensities for this very special solvent. We���

conclude that it remains highly advisable that the field con-���

tinue to use specialized water models when possible.���

�. Static dielectric constant���

Overall accuracy. As a measure of the dielectric re-���

sponse, the staticdielectric constantofneat liquidsprovides���

a critical benchmark of the accuracy electrostatic treatment���

in forcefield models. Discussing the accuracy in terms the���

ability of GAFF/AM�-BCC to reproduce the static dielectric���

constant ✏ is not necessarily meaningful because of the way���

that the solvent dielectric ✏ enters into the Coulomb poten-���

tial between two point charges separated by a distance r,���

U(r) =
q1q2
✏ r

/ 1

✏
. (�)

It is evident that 1/✏ is a much more meaningful quantity���

to compare than ✏ directly, as a �% error in 1/✏ will cause���

a �% error in the Coulomb potential between two point���

charges (assuming a uniform dielectric), while a �% error���

in ✏ will have a much more complex ✏-dependent e�ect on���

the Coulomb potential. We therefore compare simulations���

against measurements in our ThermoML extract on the 1/✏���

scale in Fig. �.���

GAFF/AM�-BCC systematically underestimates the di-���

electric constants of nonpolar liquids. Overall, we find the���

dielectric constants to be qualitatively reasonable, but with���

clear deviations from experiment particularly for nonpolar���

liquids. This is not surprising given the complete neglect of���

electronic polarizationwhichwill be thedominant contribu-���

tion for such liquids. In particular, GAFF/AM�-BCC systemat-���

ically underestimates the dielectric constants for nonpolar���

liquids, with the predictions of ✏ ⇡ 1.0 being substantially���

smaller than the measured ✏ ⇡ 2. Because this deviation���

likely stems from the lack of an explicit treatment of elec-���

tronic polarization, we used a simple empirical polarization���

model that computes the molecular electronic polarizabil-���

ity ↵ as a sum of elemental atomic polarizability contribu-���

tions [��].���

From the computedmolecular electronic polarizability↵,���

an additive correction to the simulation-derived static di-���

electric constant accounting for the missing electronic po-���

(a)

(b)

FIG. �: Comparison of liquid densities between
experiment and simulation. (a). Liquid density

measurements extracted from ThermoML are compared
against densities predicted using the GAFF / AM�-BCC small

molecule fixed-charge forcefield. Color groupings
represent identical chemical species, although the color
map repeats itself due to the large (��) number of unique
compounds. Plots of density versus temperature grouped
by chemical species are available in Fig. �. Simulation error
bars represent one standard error of the mean, with the
number of e�ective (uncorrelated) samples estimated
using pymbar. Experimental error bars indicate the
standard deviation between independently reported
measurements, when available, or author-reported
standard deviations in ThermoML entries; for some

measurements, neither uncertainty estimate is available.
See Fig. � for further discussion of error. (b). The same plot,
but with the residual (predicted minus experiment) on the
x axis. Note that the error bars are all smaller than the

symbols.

Kyle Beauchamp
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low-dielectric molecules are 
poorly modeled

�

FIG. �: Measured (ThermoML) versus predicted (GAFF /
AM�-BCC) inverse static dielectrics (a). Simulation error

bars represent one standard error of the mean.
Experimental error bars indicate the larger of standard

deviation between independently reported measurements
and the authors reported standard deviations; for some
measurements, neither uncertainty estimate is available.
See Fig. � for further discussion of error. See Section III B �
for explanation of why inverse dielectric constant (rather
than dielectric constant) is plotted. For nonpolar liquids, it
is clear that the forcefield predicts electrostatic interactions
that are substantially biased by missing polarizability. Plots
of dielectric constant versus temperature grouped by

chemical species are available in Fig. �.

larizability can be computed [��]���

�✏ = 4⇡N
↵

hV i (�)

A similar polarization correction was used in the develop-���

ment of the TIP�P-Ew water model, where it had a minor���

e�ect [��] because almost all the high static dielectric con-���

stant for water comes from the configurational response of���

its strong dipole. However, the missing polarizability is a���

dominant contribution to the static dielectric constant of���

nonpolar organic molecules; in the case of water, the em-���

pirical atomic polarizability model predicts a dielectric cor-���

rection of �.��, while �.��was used for the TIP�P-Ewmodel.���

Averaging all liquids in thepresentwork leads topolarizabil-���

ity corrections to the static dielectric of 0.74 ± 0.08. Taking���

the dataset as a whole, we find that the relative error in un-���

corrected dielectric is on the order of�0.34± 0.02, as com-���

pared to�0.25± 0.02 for the corrected dielectric.���

IV. DISCUSSION���

A. Mass densities���

Our simulations have indicated the presence of system-���

atic density biases with magnitudes larger than the mea-���

surement error. Correcting these errors may be a low-���

hanging fruit for future forcefield refinements. As an exam-���

ple of the feasibility of improved accuracy in densities, a re-���

cent three-pointwatermodelwas able to recapitulatewater���

density with errors of less than �.��� g / cm3 over temper-���

ature range [��� K, ��� K] [��]. This improved accuracy in���

density prediction was obtained alongside accurate predic-���

tions of other experimental observables, including static di-���

electric constant. We suspect that such accuracy might be���

obtainable for GAFF-like forcefields across some portion of���

chemical space. A key challenge for the field is to demarcate���

the fundamental limit of fixed-charge forcefields for predict-���

ing orthogonal classes of experimental observables. For ex-���

ample, is it possible to achieve a relative density error of���

10�4 without sacrificing accuracy of other properties such���

as enthalpies? In our opinion, the best way to answer such���

questions is to systematically build forcefields with the goal���

of predicting variousproperties towithin their knownexper-���

imental uncertainties, similar towhat has been done forwa-���

ter [��, ��].���

B. Dielectric constants in forcefield parameterization���

A key feature of the static dielectric constant for a liquid���

is that, for forcefield purposes, it consists of two very di�er-���

ent components, distinguished by the dependence on the���

fixed charges of the forcefield and dynamic motion of the���

molecule. One component, the high-frequency dielectric���

constant, arises from the almost-instantaneous electronic���

polarization in response to the external electric field: this���

contributes a small component, generally around ✏ = 2,���

which can be dominant for non-polar liquids but is com-���

pletely neglected by the non-polarizable forcefields in com-���

mon use for biomolecular simulations. The other compo-���

nent arises from the dynamical response of the molecule,���

through nuclear motion, to allow its variousmolecular mul-���

tipoles to respond to the external electric field: for polar liq-���

uids such as water, this contributes the majority of the di-���

electric constant. Thus for polar liquids, we expect the pa-���

rameterized atomic charges to play amajor role in the static���

dielectric.���

Recent forcefield development has seen a resurgence���

of papers fitting dielectric constants during forcefield pa-���

rameterization [��, ��]. However, a number of authors���

have pointed out potential challenges in constructing self-���

consistent fixed-charge forcefields [��, ��].���

Interestingly, recent work by Dill and coworkers [��] ob-���

served that, for CCl4, reasonable choices of point charges���

are incapable of recapitulating the observed dielectric of���

✏ = 2.2, instead producing dielectric constants in the range���

of 1.0  ✏  1.05. This behavior is quite general: fixed���

�

(a)

(b)

FIG. �: Typical experimental static dielectric constants of
some nonpolar compounds. (a). Measured static

dielectric constants of various nonpolar or symmetric
molecules [��, ��]. Fixed-charge forcefields give ✏ ⇡ 1 for

each species; for example, we calculated
✏ = 1.0030± 0.0002 for octane. (b). A congeneric series of

chloro-substituted methanes have static dielectric
constants between � and ��. Reported dielectric constants

are at near-ambient temperatures.

point charge forcefields will predict ✏ ⇡ 1 for many non-���

polar or symmetric molecules, but the measured dielectric���

constants are instead ✏ ⇡ 2 (Fig. �). While this behavior is���

well-known and results frommissing physics of polarizabil-���

ity, we suspect it may have several profound consequences,���

which we discuss below.���

Suppose, for example, that one attempts to fit force-���

field parameters to match the static dielectric constants of���

CCl4, CHCl3, CH2Cl2, and CH3Cl. In moving from the���

tetrahedrally-symmetric CCl4 to the asymmetric CHCl3,���

it suddenly becomes possible to achieve the observed di-���

electric constant of �.� by an appropriate choice of point���

charges. However, the model for CHCl3 uses fixed point���

charges to account for both the permanent dipole moment���

and the electronic polarizability, whereas the CCl4 model���

contains no treatment of polarizability. We hypothesize that���

this inconsistency in parameterization may lead to strange���

mismatches, where symmetricmolecules (e.g. benzene and���

CCl4) havequalitatively di�erent properties than closely re-���

lated asymmetric molecules (e.g. toluene andCHCl3).���

How important is this e�ect? We expect it to be impor-���

tantwhereverwe encounter the transfer of a polarmolecule���

(such as a peptide, native ligand, or a pharmaceutical small���

molecule) fromapolar environment (such as the cytosol, in-���

terstitial fluid, or blood) into a non-polar environment (such���

as a biological membrane or non-polar binding site of an���

enzyme or receptor). Thus we expect this to be implicated���

in biological processes ranging from ligand binding to ab-���

sorption and distribution within the body. To understand���

this conceptually, consider the transfer of a polar small-���

molecule transfer from the non-polar interior of a lipid bi-���

layer to the aqueous and hence very polar cytosol. As a���

possible real-world example, we imagine that the missing���

atomicpolarizability couldbe important in accurate transfer���

free energies involving low-dielectric solvents, such as the���

small-molecule transfer free energy from octanol or cyclo-���

hexane towater. TheOnsagermodel for solvationof adipole���

µ of radius a gives us a way to estimate themagnitude of er-���

ror introduced by making an error of�✏ in the static dielec-���

tric constant of a solvent. The free energyof dipole solvation���

is given by this model as���

�G = �µ2

a3
✏� 1

2✏+ 1
(�)

such that, for an error of �✏ departing from the true static���

dielectric constant ✏, we find the error in solvation is���

��G = �µ2

a3


(✏+�✏)� 1

2(✏+�✏) + 1
� ✏� 1

2✏+ 1

�
(�)

For example, the solvation of water (a = 1.93 Å, µ = 2.2 D)���

in a low dielectric medium such as tetrachloromethane or���

benzene (✏ ⇠ 2.2, but�✏ = �1.2) gives an error of��G ⇠���

�8 kJ/mol (-� kcal/mol).���

Implications for transfer free energies. As another ex-���

ample, consider the transfer of small druglike molecules���

from a nonpolar solvent (such as cyclohexane) to water, a���

property o�en measured to indicate the expected degree���

of lipophilicity of a compound. To estimate the magnitude���

of error expected, for each molecule in the latest (Feb. ��)���

FreeSolv database [��, ��], we estimated the expected er-���

ror in computed transfer free energies should GAFF/AM�-���

BCC be used to model the nonpolar solvent cyclohexane���

using the Onsager model (Eq. �). We used took the cav-���

ity radius a to be the half the maximum interatomic dis-���

tance and calculated µ =
P

i

q
i

r
i

using the provided mol����

coordinates and AM�-BCC charges. This calculation pre-���

dicts a mean error of (�3.8 ± 0.3) kJ / mol [(�0.91 ± 0.07)���

kcal / mol] for the ���molecules (where the standard error���

is computed from bootstrapping over FreeSolv compound���

measurements), suggesting that the missing atomic polar-���

izabilty unrepresentable by fixed point charge forcefields���

could contribute substantially to errors in predicted trans-���

fer and solvation properties of druglike molecules. In other���

words, the use of a fixed-charge physics may lead to errors���

of 3.8 kJ / mol in cyclohexane transfer free energies. We���

conjecture that this missing physics will be important in the���

upcoming (����) SAMPL challenge [��], which will examine���

transfer free energies in several low dielectric media.���

Utility in parameterization. Given their ease of mea-���

surement and direct connection to long-range electrostatic���

interactions, static dielectric constants have high poten-���

tial utility as primary data for forcefield parameterization���

�

trioxanonane; �-aminoethanol; dimethyl carbonate; for-���

mamide; and water (Fig. �). The absolute error on these���

poor predictions is on the order of �.�� g/cm3, which is���

substantially higher than the measurement error ( 0.008���

g/cm3; see Fig. �).���

We note that our benchmark includes a GAFF/AM�-BCC���

model for water due to our desire to automate benchmarks���

against a forcefield capable of modeling a large variety of���

small molecular liquids. Water—an incredibly important���

solvent in biomolecular systems—is generally treatedwith a���

special-purposemodel (such as TIP�P [��] or TIP�P-Ew [��])���

parameterized to fit a largequantity of thermophysical data.���

As expected, the GAFF/AM�-BCC model performs poorly in���

reproducing liquiddensities for this very special solvent. We���

conclude that it remains highly advisable that the field con-���

tinue to use specialized water models when possible.���

�. Static dielectric constant���

Overall accuracy. As a measure of the dielectric re-���

sponse, the staticdielectric constantofneat liquidsprovides���

a critical benchmark of the accuracy electrostatic treatment���

in forcefield models. Discussing the accuracy in terms the���

ability of GAFF/AM�-BCC to reproduce the static dielectric���

constant ✏ is not necessarily meaningful because of the way���

that the solvent dielectric ✏ enters into the Coulomb poten-���

tial between two point charges separated by a distance r,���

U(r) =
q1q2
✏ r

/ 1

✏
. (�)

It is evident that 1/✏ is a much more meaningful quantity���

to compare than ✏ directly, as a �% error in 1/✏ will cause���

a �% error in the Coulomb potential between two point���

charges (assuming a uniform dielectric), while a �% error���

in ✏ will have a much more complex ✏-dependent e�ect on���

the Coulomb potential. We therefore compare simulations���

against measurements in our ThermoML extract on the 1/✏���

scale in Fig. �.���

GAFF/AM�-BCC systematically underestimates the di-���

electric constants of nonpolar liquids. Overall, we find the���

dielectric constants to be qualitatively reasonable, but with���

clear deviations from experiment particularly for nonpolar���

liquids. This is not surprising given the complete neglect of���

electronic polarizationwhichwill be thedominant contribu-���

tion for such liquids. In particular, GAFF/AM�-BCC systemat-���

ically underestimates the dielectric constants for nonpolar���

liquids, with the predictions of ✏ ⇡ 1.0 being substantially���

smaller than the measured ✏ ⇡ 2. Because this deviation���

likely stems from the lack of an explicit treatment of elec-���

tronic polarization, we used a simple empirical polarization���

model that computes the molecular electronic polarizabil-���

ity ↵ as a sum of elemental atomic polarizability contribu-���

tions [��].���

From the computedmolecular electronic polarizability↵,���

an additive correction to the simulation-derived static di-���

electric constant accounting for the missing electronic po-���

(a)

(b)

FIG. �: Comparison of liquid densities between
experiment and simulation. (a). Liquid density

measurements extracted from ThermoML are compared
against densities predicted using the GAFF / AM�-BCC small

molecule fixed-charge forcefield. Color groupings
represent identical chemical species, although the color
map repeats itself due to the large (��) number of unique
compounds. Plots of density versus temperature grouped
by chemical species are available in Fig. �. Simulation error
bars represent one standard error of the mean, with the
number of e�ective (uncorrelated) samples estimated
using pymbar. Experimental error bars indicate the
standard deviation between independently reported
measurements, when available, or author-reported
standard deviations in ThermoML entries; for some

measurements, neither uncertainty estimate is available.
See Fig. � for further discussion of error. (b). The same plot,
but with the residual (predicted minus experiment) on the
x axis. Note that the error bars are all smaller than the

symbols.

Kyle Beauchamp



New data will greatly improve 
forcefield quality

Temperature-dependent densities 
of binary mixtures provides valuable 

information about atomic interactions
Patrick Grinaway

Julie Behr

Mettler-Toeldo DM40 density meter 
accuracy: 0.0001 g/cm3 
range: 0-3 g/cm3 
temperature: 0-91 C 
sample volume: 1 mL 
!
Mettler-Toledo SC30  
automated 30-sample changer



Host-guest systems ARE an excellent system 
for  BENCHMARKING small-molecule affinities
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Condition: 100 mM Na3PO4 in D2O adjusted to pH = 7.4 with DCl.
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17 18

Krel measured by competition of guest 10 (p-xylenediammonium) and a second guest XX for a limiting quantity 
of CB[7].  Monitored by 1H NMR spectroscopy.

CB[7] + 10
Ka1

CB[7]•10

Ka1 is not known.

CB[7]•10 + XX
Krel

CB[7]•XX + 10

Ka1 = [CB[7]•10]

[CB[7]]   [10]

CB[7] + XX
Ka2

CB[7]•XX

Ka2 is not known.

[CB[7]•XX]

[CB[7]]  [XX]

Krel = [CB[7]•XX] [10]

[CB[7]•10] [XX]

[CB[7]•10]
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Ka2 = [CB[7]•XX]

[CB[7]]   [XX]

Ka2

Ka1

= = [CB[7]•XX] [10]

[CB[7]•10] [XX]

Krel = Ka2 / Ka1

cucurbit[7]uril (CB7) with small molecule guest 
(Lyle Isaacs and Michael Gilson)

small-molecule guests

GE/MicroCal Auto iTC-200 
isothermal titration calorimeter

Bas Rustenburg

injection time

evolved heat (ucal)



predictions fail for three reasons

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)

3.   We haven’t sampled all of the relevant conformations 
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1. The forcefield does a poor job of modeling the physics of our system



predictions fail for three reasons

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)



Protonation state effects can be 
important for ligands



Let’s not forget tautomers

Martin Y. JCAMD 23:693, 2009. Let’s not forget tautomers.

tautomer has been unambiguously established. Figure 5
illustrates the contrast between the solution structure of a

barbiturate analogue and that in a 1.8 Å crystal structure as

bound to matrix metalloproteinase 8 [17]. Others have

shown with SCRF-HF/6-31G** calculations that the tau-
tomer of unsubstituted barbituric acid that corresponds to

the bound tautomer is 20.05 kcal/mol less stable in polar

medium [18]. Figure 6 shows the tautomer of pterin bound

O
NO

H3C

O
NHO

H3C

O
NHO

H3C
H

Chloroform 40% 60% 19-24%

Dioxane 37-39% 53-59% 4-9%

Water 0% 0%100%

O
NO

H

O
NHO O

NHO

H

Chloroform 100% 0% 0%

Dioxane 90-100% 0-3% 0-7%

Water 70% 0%30%

H H

2.01 2.02 2.03

2.04 2.05 2.06

Fig. 2 The effect of changes in
structure and solvent on
tautomeric equilibria of simple
heterocycles [14]
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Fig. 3 The tautomers of
warfarin [15]
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tautomers of warfarin
tautomers are found; this increases the size of the dataset

by 1.64-fold. Using a different tautomer generating pro-
gram, others have found similar or slightly more increases

in the size of a database [3]. Hence, although consider-

ation of tautomers will increase the number of structures
considered for virtual screening, the increase should be

manageable.

Calculated properties of tautomers

pKa Differences between tautomers

Because the tautomers of a molecule have different struc-

tures, they differ in their ability to gain or lose a proton;

their pKa values. In the simple case of an ionizable mol-
ecule that has two tautomeric forms, the tautomeric ratio is

a function of the pKa’s of the tautomers. For example,

consider the tautomeric and ionic equilibria of 6-chloro-2-
pyridone in water, Fig. 14. Algebraically Kt = Ka

OX/Ka
OH.

Hence, one can calculate the value of any one of these

equilibrium constants from values of the other two.
The observed pKa of a tautomerizable molecules is a

composite of several individual microscopic ionization

constants and the tautomeric equilibrium constant(s) [33].
For example, the protonated form tetracycline (Structure 10)

can be present as any one of nine tautomers, and the neutral

form by ten [34]. Each of these 19 species could contribute to
the observed pKa as well as the biological properties and

octanol-water log D of the molecule. Similarly, 8-oxogua-

nine (Structure 11) can exist as one or more of 100 neutral or
anionic tautomers. This complicates investigations into its

mechanism of mutagenicity [33].

Calculation of the tautomer ratio in solution

Although many workers have investigated the relative
stabilities of tautomers in different liquid phases, because

of the difficulty of measuring the equilibrium constants

there is no publically available comprehensive database of
this data. This lack hinders the development of empirical

methods to predict the ratios of tautomers of a molecule.

The implications of the lack of experimental data are
described in detail in an article on predicting pKa [35], a

less complex equilibrium constant.

If the tautomerization involves only the movement of a
proton between sites, the tautomer equilibrium constant can

be calculated from the pKa of each tautomer. This rela-

tionship holds because deprotonation of the tautomers lead
to resonance structures of a common structure. Hammett-

type [9] or empirical charge [36] relationships can be used

to calculate the pKa’s of the tautomers and hence the
tautomeric ratio. However, even these calculations have

errors in the range of 0.8 log units [35].

More elaborate, but not necessarily more accurate, cal-
culations involve free-energy perturbation [37] or quantum

chemical calculations [18, 19, 28, 33, 38–48]. To date there

appears to be no consensus as to the most appropriate
method.
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More than half of all drugs 
have 2 or more tautomers



Markov chain Monte Carlo (MCMC) PROVIDES 
A FLEXIBLE FRAMEWORK FOR enhancements

MD-like

generalized hybrid 
Monte Carlo (GHMC)

ligand MC

ligand displacement/ 
rotation to sample 

different binding sites

constant pH tautomers

- - - including chemical effects - - - 

Monte Carlo 
protein and ligand 
titration attempts

Monte Carlo 
ligand tautomer 

change attempts

- - - speeding up sampling - - - 

We can use free energy calculations and experiments to quantify 
the error in neglecting of protomers and tautomers



predictions fail for three reasons

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)

3.   We haven’t sampled all of the relevant conformations 
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predictions fail for three reasons

3.   We haven’t sampled all of the relevant conformations 



Differences in stabilities of inactive states may be 
responsible for origin of some kinase inhibitor selectivity

* essentially same binding mode in X-ray structure! 
* essentially same interactions 
* calculations suggest no difference in binding free energy for this conformation 
[Aleksandrov and Simonson , J Biol Chem 285:13807, 2010]

��G = 4.6 kcal/mol

imatinib bound to Abl kinase [2HYY] imatinib bound to Src kinase [2OIQ]

(favoring Abl binding)



Differences in stabilities of inactive states may be 
responsible for origin of some kinase inhibitor selectivity

inactive (high free energy states)}
active (low free energy state)

ΔG of confinement to  
binding-competent 

state ΔG of binding to  
binding-competent 

statenet ΔG 
of binding

0

��G = 4.6 kcal/mol

imatinib bound to Abl kinase [2HYY] imatinib bound to Src kinase [2OIQ]

QUANTIFYING CONFORMATION ENERGETICS MAY be crucial to successful design of selective kinase inhibitors

(favoring Abl binding)



Identifying these conformational substates structurally 
and energetically is often difficult

Lee and Craik. Science 324:213, 2009

Structural biology can only “see” these states if fortuitously trapped by ligands. 
Simulations get “stuck” in these conformations for long times.

* allow substrate access 
* expose binding surface 
* expose allosteric regulatory site 
* release product 
* alter catalytic activity 
* transduce signals

*

invisible / high free energy states}
visible / low free energy state



Structural data on human kinases is incomplete

http://www.sgc.ox.ac.uk/research/kinases/

Human kinases with 
available structural data

http://www.sgc.ox.ac.uk/research/kinases/


Building an atlas of kinase conformations and energetics

DECIPHERING LIGAND BINDING WITH ALCHEMICAL FREE ENERGY CALCULATIONS, 
MARKOV STATE MODELS, BIOINFORMATICS AND HIGH-THROUGHPUT BINDING ASSAYS
Daniel L. Parton, Kyle A. Beauchamp, Jan-Hendrik Prinz, Sonya M. Hanson, Patrick B. Grinaway, John D. Chodera
partond@mskcc.org, choderaj@mskcc.org   /   choderalab.org

Memorial Sloan Kettering Cancer Center
New York, NY, 10065, United States

MSMSeeder
Automated, fault-tolerant 
pipeline, implemented in 
Python.

Database usage:
• provides sequence and structural data for MSMSeeder
• provides bioassay data for comparison with computational 

predictions
• general exploration of genomic, structural and functional data 

within the kinome
• kinase prioritization scheme, based on: %mutations, number 

of disease associations, PDB structures, publications
• informs experimental work, e.g. the selection of constructs 

for expression

AMBER

Src: 5 ms aggregate 
trajectory time
Abl: ongoing
EGFR: ongoing

UniProt

PDB

NCBI Gene

cBioPortal

BindingDB

ChEMBL

PubChem

With thanks to: Vijay Pande, Diwakar Shukla, Markus Seeliger, Nick Levinson, Tom Cheatham

Src MSM:
Model generation and testing with 
MSMBuilder (https://github.com/
SimTk/msmbuilder)

Human kinase 
catalytic domains 
derived from 
UniProt data

All PDBs with resolved 
kinase catalytic 
domain

Filter out non-unique templates by clustering on RMSD

~4100 models per 
kinase

~500 human kinases

~3950 unique 
models

Model refinement: energy minimization, implicit 
solvent MD, explicit solvent MD

~3900 refined 
models

Production MD

Compute 
resources

Each target PK domain sequence mapped onto 
every available PDB structure of any PK domain 
(from any species), using Modeller

Database
Aggregates data from a variety of public 
databases, starting with a set of proteins 
defined by a given UniProt search term (e.g. 
for human kinases). The database will also 
incorporate binding affinity data (both 
computational and experimental) generated 
by the Chodera lab, and a public web portal 
w i th RESTfu l se rv ice AP I i s under 
development.

MSMs are typically constructed by aggregating data from molecular dynamics (MD) simulations. A 
particular advantage is that MSMs can be built using data from multiple short simulation 
trajectories, thus enabling the parallelization of what has previously been thought to be an 
inherently serial problem (i.e. requiring a single long MD trajectory).

Kinase conformational landscape
The discovery of the selective tyrosine-kinase inhibitor imatinib has spurred 
widespread efforts to develop anticancer therapeutics targeted at kinases. 
However, the large number of human kinases (~500) — each with a 
structurally well-conserved catalytic domain — provides a significant 
challenge in designing for selectivity, and the swift development of resistance 
mutations in patients poses a further major problem.

Folding@home Google ExacycleNCSA Blue Waters 480-GPU cluster

relegated to studying proteins smaller than 20 to
30 kD. However, recent advances in NMRmeth-
odologies can now probe conformational and dy-
namic properties of protein complexes approaching
1 MD (23). Collectively, NMR data can derive
information reflecting the ligand-binding energet-
ics of a particular complex. For example, differ-

ences in protein conformation upon the addition
of a small druglike molecule reflect enthalpic
changes, whereas differences in dynamic prop-
erties indicate entropic changes (24).

Conformational changes in proteins labeled
with 15N and/or 13C stable isotopes can be de-
tected by two-dimensional heteronuclear single-

quantum coherence (HSQC) spectroscopy, with
extensions that allow applications to larger pro-
teins (23). Upon ligand binding, cross peaks rep-
resenting residues in or near binding sites will be
perturbed, either by shifting locations or broad-
ening out. These data are mapped onto a protein
structure, providing a “fingerprint” and allow-
ing easy differentiation between competitive and
allosteric-site binders (Fig. 1). By the same prin-
ciple, protein dynamics in the absence and pres-
ence of small-molecule ligands can be compared.
This experiment is the basis for the well-established
and widely used structure-activity relationship
(SAR)–by–NMR technique (25), which combines
NMR and fragment-based approaches for drug
design and development. NMR can be used to
quantitatively measure the binding affinities of
ligands with submicromolar to millimolar dis-
sociation constant values. An extension of the
SAR-by-NMR technique that holds potential for
semi–high-throughput ligand screening involves
the simultaneous acquisition of multiple target
protein spectra by differential labeling. NMR spec-
tral editing techniques deconvolute the spectra to
separate the data of the individual proteins, al-
lowing determination of which, if any, targets
interact with the ligand (26, 27).

A combination of NMR spectroscopy and x-ray
crystallography showed how imatinib (Gleevec)
allosterically inhibits the ABL tyrosine kinase
associated with chronic myelogenous leukemia.
Second-generation ABL inhibitors currently on the
market include dasatinib (Sprycel) and nilotinib
(Tasigna). Proliferation assays involving Bcr-ABL–
expressing cells indicated imatinib median inhib-
itory concentration (IC50) values of 260 nM, with
higher potencies reported for nilotinib (13 nM)
and dasatinib (0.8 nM) (28). Enzyme activity is
regulated by a structural motif that places the
catalytic residues in an orientation required for
efficient substrate phosphorylation. This motif
contains an a helix and two loops: the phosphate-
binding (P) and activation (A) loops, with the A
loop adopting twomajor conformers correspond-
ing to the active and inactive states (29).

Although classified as competitive adenosine
triphosphate inhibitors, x-ray crystallography studies
of ABL-imatinib and ABL-nilotinib complexes in-
dicate that ligand binding induces an allosteric
reorientation of the A loop to its inactive state.
Conversely, and counter to activity studies, com-
plexes of ABL-dasatinib and two investigational
compounds display the active conformation in
their crystal structures (29). Recent NMR data
confirm the x-ray crystallography data and sug-
gest that the A loop of the protein is still con-
formationally dynamic. Corresponding residues
within all the ABL-inhibitor complexes display
peak broadening and indicate that dasatinib im-
parts enhanced backbone dynamics relative to
imatinib/nilotinib and that it is able to sample both
the active and inactive ABL loop conformations
(29). This suggests that the major effect on enzyme
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Fig. 1. (A) Shallow wells and transitional barriers of a dynamic free-energy landscape allow amacromolecule
to sample multiple preexisting conformational states, corresponding to the catalytically active (green) and
inactive (blue, red, yellow, and gray) forms. The global energy minimum shifts to favor the inactive
conformation (red) when an inhibitor (cyan star) binds to an allosteric site. (B) The active (green) and inactive
(red) conformations schematically represent a small enzyme, consisting of a flexible loop connecting two
helices. Both conformations are in equilibrium while the enzyme is in the apo state. A native substrate (orange
triangle) binds to the active site located between the two helices. Alternatively, a small molecule (cyan star)
binds to a region within the flexible loop of the inactive conformer, allosterically inhibiting the enzyme. (C)
Overlaid theoretical 15N-HSQC spectra display peaks corresponding to backbone amides of residues in selected
regions of the enzyme, numbered 1 to 4. Green and pink peaks represent the apo active and inactive
conformers (left); orange and cyan peaks represent the bound active and inactive conformers (right), respec-
tively. As depicted, peak 1 of the active and inactive conformations is located in the same helix of both
conformations and is superimposible (purple box), whereas peaks 2 to 4 correspond to regions within the
flexible loop region. Upon native substrate binding at the active site, only peak 1 of the active conformation
shifts to a new location (orange box). Similarly, only peak 2 of the inactive conformation (cyan box) is perturbed
when a small-molecule inhibitor binds at an allosteric site.

10 APRIL 2009 VOL 324 SCIENCE www.sciencemag.org214

Protein Dynamics

Science 324:213, 2009

Nature Biotech 23:329, 2005

There are many examples of off-targets
that are not closely related by sequence and
function to the primary, intended target.
Many compounds considered tyrosine kinase
inhibitors also bind to serine-threonine
kinases, and serine-threonine kinase inhibi-
tors frequently bind to tyrosine kinases
(Table 1 and Fig. 3). Examples include the
p38 inhibitors VX-745 and BIRB-796, which
are chemically unrelated to each other but
bind a number of tyrosine kinases, and the
receptor tyrosine kinase inhibitors SU11248
and EKB-569, both of which bind a number
of serine-threonine kinases. A meaningful
assessment of specificity, therefore, cannot
be achieved by testing only against kinases
within the same subfamily. Even screening
against a small number of representatives of
multiple kinase families can be misleading.
For example, CI-1033 was previously shown
to be highly active against three members of
the EGFR family, but to have no activity
against seven other enzymes representing
receptor tyrosine kinases, protein kinase C
and cyclin-dependent kinases21. This led to
the conclusion that CI-1033 is highly specific.
The profile against a much larger panel
shows, however, that CI-1033 binds at least
36 different kinases and is among the more
promiscuous compounds (Fig. 3; Supple-
mentary Table 4 online).

To organize the results further we per-
formed a two-dimensional hierarchical clus-
ter analysis (Fig. 5a). One of the tightest
clusters in the compound dimension includes
BIRB-796, a p38 inhibitor, and BAY-43-9006,
a RAF1 inhibitor (Table 1 and Fig. 5). The
binding profile for BIRB-796 is largely a
subset of that for BAY-43-9006, with 25
targets shared between them. Ten additional
kinases bind BAY-43-9006, but not BIRB-796,
and only three kinases bind BIRB-796 but
not BAY-43-9006. The affinities of the two
compounds for the shared targets, however,
are very different (Supplementary Table 4
online). None of the four kinases with
binding constants below 100 nM for BAY-
43-9006 bind BIRB-796 with better than 1-
mM affinity. Conversely, only two of the eight
kinases with binding constants below 100 nM for BIRB-796 bind
BAY-43-9006 with better than 1-mM affinity, and none with better
than 100-nM affinity. Both molecules are substituted ureas with
similarly spaced aromatic ring systems (Supplementary Table 1
online), showing that compounds based on the same structural
scaffold can have closely related binding profiles even though they
have been optimized for inhibition of different primary targets.
Although the number of kinase inhibitors used here is not yet
sufficient for general patterns to emerge, clustering of kinases based
on small-molecule binding has the potential to reveal structural
relationships between active sites that may not be obvious from an
analysis of protein sequence27.

Assays for imatinib-resistant mutated versions of the ABL kinase
Imatinib has been a very successful drug for the treatment of
CML28. Unfortunately, a considerable fraction of patients treated
with the compound, including the majority of those with the
advanced, blast-crisis form of the disease, eventually develop resis-
tance29–31. Resistance in most cases is due to either amplification of
the BCR-ABL gene or to mutations in the ABL kinase that decrease
sensitivity to imatinib32. There is thus a great need for second
generation drugs that can inhibit the activity of imatinib-resistant
mutant ABL kinases33. To determine whether there are clinical kinase
inhibitors capable of inhibiting these therapeutically relevant mutated
kinases, we developed assays for six of the clinically observed mutant
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Figure 3 Specificity profiles of clinical kinase inhibitors. Kinase dendrograms were adapted3. TK,
nonreceptor tyrosine kinases; RTK, receptor tyrosine kinases; TKL, tyrosine kinase-like kinases; CK,
casein kinase family; PKA, protein kinase A family; CAMK, calcium/calmodulin dependent kinases;
CDK, cyclin dependent kinases; MAPK, mitogen-activated protein kinases; CLK, CDK-like kinases.
Circle size is proportional to binding affinity (on a log10 scale). Binding constants were measured at
least in duplicate for each interaction identified in the primary screen. Complete quantitative results
are shown in Supplementary Table 4 online. The kinase dendrogram was adapted3 and is reproduced
with permission from Science (http://www.sciencemag.org) and Cell Signaling Technology, Inc.
(http://www.cellsignal.com).
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There are many examples of off-targets
that are not closely related by sequence and
function to the primary, intended target.
Many compounds considered tyrosine kinase
inhibitors also bind to serine-threonine
kinases, and serine-threonine kinase inhibi-
tors frequently bind to tyrosine kinases
(Table 1 and Fig. 3). Examples include the
p38 inhibitors VX-745 and BIRB-796, which
are chemically unrelated to each other but
bind a number of tyrosine kinases, and the
receptor tyrosine kinase inhibitors SU11248
and EKB-569, both of which bind a number
of serine-threonine kinases. A meaningful
assessment of specificity, therefore, cannot
be achieved by testing only against kinases
within the same subfamily. Even screening
against a small number of representatives of
multiple kinase families can be misleading.
For example, CI-1033 was previously shown
to be highly active against three members of
the EGFR family, but to have no activity
against seven other enzymes representing
receptor tyrosine kinases, protein kinase C
and cyclin-dependent kinases21. This led to
the conclusion that CI-1033 is highly specific.
The profile against a much larger panel
shows, however, that CI-1033 binds at least
36 different kinases and is among the more
promiscuous compounds (Fig. 3; Supple-
mentary Table 4 online).

To organize the results further we per-
formed a two-dimensional hierarchical clus-
ter analysis (Fig. 5a). One of the tightest
clusters in the compound dimension includes
BIRB-796, a p38 inhibitor, and BAY-43-9006,
a RAF1 inhibitor (Table 1 and Fig. 5). The
binding profile for BIRB-796 is largely a
subset of that for BAY-43-9006, with 25
targets shared between them. Ten additional
kinases bind BAY-43-9006, but not BIRB-796,
and only three kinases bind BIRB-796 but
not BAY-43-9006. The affinities of the two
compounds for the shared targets, however,
are very different (Supplementary Table 4
online). None of the four kinases with
binding constants below 100 nM for BAY-
43-9006 bind BIRB-796 with better than 1-
mM affinity. Conversely, only two of the eight
kinases with binding constants below 100 nM for BIRB-796 bind
BAY-43-9006 with better than 1-mM affinity, and none with better
than 100-nM affinity. Both molecules are substituted ureas with
similarly spaced aromatic ring systems (Supplementary Table 1
online), showing that compounds based on the same structural
scaffold can have closely related binding profiles even though they
have been optimized for inhibition of different primary targets.
Although the number of kinase inhibitors used here is not yet
sufficient for general patterns to emerge, clustering of kinases based
on small-molecule binding has the potential to reveal structural
relationships between active sites that may not be obvious from an
analysis of protein sequence27.

Assays for imatinib-resistant mutated versions of the ABL kinase
Imatinib has been a very successful drug for the treatment of
CML28. Unfortunately, a considerable fraction of patients treated
with the compound, including the majority of those with the
advanced, blast-crisis form of the disease, eventually develop resis-
tance29–31. Resistance in most cases is due to either amplification of
the BCR-ABL gene or to mutations in the ABL kinase that decrease
sensitivity to imatinib32. There is thus a great need for second
generation drugs that can inhibit the activity of imatinib-resistant
mutant ABL kinases33. To determine whether there are clinical kinase
inhibitors capable of inhibiting these therapeutically relevant mutated
kinases, we developed assays for six of the clinically observed mutant
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Figure 3 Specificity profiles of clinical kinase inhibitors. Kinase dendrograms were adapted3. TK,
nonreceptor tyrosine kinases; RTK, receptor tyrosine kinases; TKL, tyrosine kinase-like kinases; CK,
casein kinase family; PKA, protein kinase A family; CAMK, calcium/calmodulin dependent kinases;
CDK, cyclin dependent kinases; MAPK, mitogen-activated protein kinases; CLK, CDK-like kinases.
Circle size is proportional to binding affinity (on a log10 scale). Binding constants were measured at
least in duplicate for each interaction identified in the primary screen. Complete quantitative results
are shown in Supplementary Table 4 online. The kinase dendrogram was adapted3 and is reproduced
with permission from Science (http://www.sciencemag.org) and Cell Signaling Technology, Inc.
(http://www.cellsignal.com).
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There are many examples of off-targets
that are not closely related by sequence and
function to the primary, intended target.
Many compounds considered tyrosine kinase
inhibitors also bind to serine-threonine
kinases, and serine-threonine kinase inhibi-
tors frequently bind to tyrosine kinases
(Table 1 and Fig. 3). Examples include the
p38 inhibitors VX-745 and BIRB-796, which
are chemically unrelated to each other but
bind a number of tyrosine kinases, and the
receptor tyrosine kinase inhibitors SU11248
and EKB-569, both of which bind a number
of serine-threonine kinases. A meaningful
assessment of specificity, therefore, cannot
be achieved by testing only against kinases
within the same subfamily. Even screening
against a small number of representatives of
multiple kinase families can be misleading.
For example, CI-1033 was previously shown
to be highly active against three members of
the EGFR family, but to have no activity
against seven other enzymes representing
receptor tyrosine kinases, protein kinase C
and cyclin-dependent kinases21. This led to
the conclusion that CI-1033 is highly specific.
The profile against a much larger panel
shows, however, that CI-1033 binds at least
36 different kinases and is among the more
promiscuous compounds (Fig. 3; Supple-
mentary Table 4 online).

To organize the results further we per-
formed a two-dimensional hierarchical clus-
ter analysis (Fig. 5a). One of the tightest
clusters in the compound dimension includes
BIRB-796, a p38 inhibitor, and BAY-43-9006,
a RAF1 inhibitor (Table 1 and Fig. 5). The
binding profile for BIRB-796 is largely a
subset of that for BAY-43-9006, with 25
targets shared between them. Ten additional
kinases bind BAY-43-9006, but not BIRB-796,
and only three kinases bind BIRB-796 but
not BAY-43-9006. The affinities of the two
compounds for the shared targets, however,
are very different (Supplementary Table 4
online). None of the four kinases with
binding constants below 100 nM for BAY-
43-9006 bind BIRB-796 with better than 1-
mM affinity. Conversely, only two of the eight
kinases with binding constants below 100 nM for BIRB-796 bind
BAY-43-9006 with better than 1-mM affinity, and none with better
than 100-nM affinity. Both molecules are substituted ureas with
similarly spaced aromatic ring systems (Supplementary Table 1
online), showing that compounds based on the same structural
scaffold can have closely related binding profiles even though they
have been optimized for inhibition of different primary targets.
Although the number of kinase inhibitors used here is not yet
sufficient for general patterns to emerge, clustering of kinases based
on small-molecule binding has the potential to reveal structural
relationships between active sites that may not be obvious from an
analysis of protein sequence27.

Assays for imatinib-resistant mutated versions of the ABL kinase
Imatinib has been a very successful drug for the treatment of
CML28. Unfortunately, a considerable fraction of patients treated
with the compound, including the majority of those with the
advanced, blast-crisis form of the disease, eventually develop resis-
tance29–31. Resistance in most cases is due to either amplification of
the BCR-ABL gene or to mutations in the ABL kinase that decrease
sensitivity to imatinib32. There is thus a great need for second
generation drugs that can inhibit the activity of imatinib-resistant
mutant ABL kinases33. To determine whether there are clinical kinase
inhibitors capable of inhibiting these therapeutically relevant mutated
kinases, we developed assays for six of the clinically observed mutant
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Figure 3 Specificity profiles of clinical kinase inhibitors. Kinase dendrograms were adapted3. TK,
nonreceptor tyrosine kinases; RTK, receptor tyrosine kinases; TKL, tyrosine kinase-like kinases; CK,
casein kinase family; PKA, protein kinase A family; CAMK, calcium/calmodulin dependent kinases;
CDK, cyclin dependent kinases; MAPK, mitogen-activated protein kinases; CLK, CDK-like kinases.
Circle size is proportional to binding affinity (on a log10 scale). Binding constants were measured at
least in duplicate for each interaction identified in the primary screen. Complete quantitative results
are shown in Supplementary Table 4 online. The kinase dendrogram was adapted3 and is reproduced
with permission from Science (http://www.sciencemag.org) and Cell Signaling Technology, Inc.
(http://www.cellsignal.com).
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There are many examples of off-targets
that are not closely related by sequence and
function to the primary, intended target.
Many compounds considered tyrosine kinase
inhibitors also bind to serine-threonine
kinases, and serine-threonine kinase inhibi-
tors frequently bind to tyrosine kinases
(Table 1 and Fig. 3). Examples include the
p38 inhibitors VX-745 and BIRB-796, which
are chemically unrelated to each other but
bind a number of tyrosine kinases, and the
receptor tyrosine kinase inhibitors SU11248
and EKB-569, both of which bind a number
of serine-threonine kinases. A meaningful
assessment of specificity, therefore, cannot
be achieved by testing only against kinases
within the same subfamily. Even screening
against a small number of representatives of
multiple kinase families can be misleading.
For example, CI-1033 was previously shown
to be highly active against three members of
the EGFR family, but to have no activity
against seven other enzymes representing
receptor tyrosine kinases, protein kinase C
and cyclin-dependent kinases21. This led to
the conclusion that CI-1033 is highly specific.
The profile against a much larger panel
shows, however, that CI-1033 binds at least
36 different kinases and is among the more
promiscuous compounds (Fig. 3; Supple-
mentary Table 4 online).

To organize the results further we per-
formed a two-dimensional hierarchical clus-
ter analysis (Fig. 5a). One of the tightest
clusters in the compound dimension includes
BIRB-796, a p38 inhibitor, and BAY-43-9006,
a RAF1 inhibitor (Table 1 and Fig. 5). The
binding profile for BIRB-796 is largely a
subset of that for BAY-43-9006, with 25
targets shared between them. Ten additional
kinases bind BAY-43-9006, but not BIRB-796,
and only three kinases bind BIRB-796 but
not BAY-43-9006. The affinities of the two
compounds for the shared targets, however,
are very different (Supplementary Table 4
online). None of the four kinases with
binding constants below 100 nM for BAY-
43-9006 bind BIRB-796 with better than 1-
mM affinity. Conversely, only two of the eight
kinases with binding constants below 100 nM for BIRB-796 bind
BAY-43-9006 with better than 1-mM affinity, and none with better
than 100-nM affinity. Both molecules are substituted ureas with
similarly spaced aromatic ring systems (Supplementary Table 1
online), showing that compounds based on the same structural
scaffold can have closely related binding profiles even though they
have been optimized for inhibition of different primary targets.
Although the number of kinase inhibitors used here is not yet
sufficient for general patterns to emerge, clustering of kinases based
on small-molecule binding has the potential to reveal structural
relationships between active sites that may not be obvious from an
analysis of protein sequence27.

Assays for imatinib-resistant mutated versions of the ABL kinase
Imatinib has been a very successful drug for the treatment of
CML28. Unfortunately, a considerable fraction of patients treated
with the compound, including the majority of those with the
advanced, blast-crisis form of the disease, eventually develop resis-
tance29–31. Resistance in most cases is due to either amplification of
the BCR-ABL gene or to mutations in the ABL kinase that decrease
sensitivity to imatinib32. There is thus a great need for second
generation drugs that can inhibit the activity of imatinib-resistant
mutant ABL kinases33. To determine whether there are clinical kinase
inhibitors capable of inhibiting these therapeutically relevant mutated
kinases, we developed assays for six of the clinically observed mutant
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Figure 3 Specificity profiles of clinical kinase inhibitors. Kinase dendrograms were adapted3. TK,
nonreceptor tyrosine kinases; RTK, receptor tyrosine kinases; TKL, tyrosine kinase-like kinases; CK,
casein kinase family; PKA, protein kinase A family; CAMK, calcium/calmodulin dependent kinases;
CDK, cyclin dependent kinases; MAPK, mitogen-activated protein kinases; CLK, CDK-like kinases.
Circle size is proportional to binding affinity (on a log10 scale). Binding constants were measured at
least in duplicate for each interaction identified in the primary screen. Complete quantitative results
are shown in Supplementary Table 4 online. The kinase dendrogram was adapted3 and is reproduced
with permission from Science (http://www.sciencemag.org) and Cell Signaling Technology, Inc.
(http://www.cellsignal.com).
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A highly promising strategy is presented by the concept of allosteric 
inhibition. By targeting ligands at binding sites separate from the ATP-binding 
site, it may be possible to selectively stabilize inactive protein conformational 
states which would otherwise be only sparsely populated. However, the 
rational design of allosteric inhibitors would require knowledge of such 
protein conformational states (ideally with comparative data across all human 
kinases), which is difficult to obtain with current experimental techniques.

Markov state models
A Markov state model (MSM) consists of a set of states (metastable protein conformations) and 
their transition probabilities. The state populations are directly related to free energies, and MSMs 
thus give a concise description of both the kinetics and thermodynamics of a given system. This 
approach has seen particular success recently in interpreting simulation studies of protein folding.

run simulations state decomposition adaptive simulations
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Selection of kinase catalytic domain constructs from PDB data
http://choderalab.github.io/kinome-data/kinase_constructs-sgc_and_hip.html

Remote monitoring with DropCam

Fluorescence assays using paper-based microtiter 
plates, with 3D-fabricated cartridge

Robotic system for conducting plate-based 
fluorescence ligand-binding assays and protein 
production (cloning, mutagenesis, expression, 
purification)

The application of MSMs to kinases presents a new approach to tackling a number of important 
problems related to the kinase conformational landscape. Predictions of inactive, metastable states 
would present targets against which allosteric inhibitors could be designed. The combination of 
MSMs with alchemical free energy calculation methods would in principle allow estimation of 
ligand-binding free energies while accounting fully for protein conformational heterogeneity - a 
significant obstacle in the practical application of free energy methods over the past few decades. 
Finally, by simulating important disease-associated kinase mutants, we will investigate the physical 
basis for the development of drug resistance.

YANK:
https://github.com/choderalab/yank
GPU-accelerated calculation of ligand 
binding affinities in implicit and explicit 
solvent using alchemical free energy 
methodologies. Each leg of the 
thermodynamic cycle is simulated using 
modified replica-exchange methods in 
which exchanges between states are 
permitted (Hamiltonian exchange).

The database is also used to select kinase catalytic domain constructs suitable for E. coli expression, taking PDB 
data as a source of successfully expressed construct sequences. For a given kinase target, all PDB constructs 
expressed in E. coli are run through a multiple sequence alignment, along with the UniProt canonical isoform 
sequence and matching sequences from a kinase plasmid library (from which the chosen construct sequences are 
to be subcloned). The PDB constructs are then ranked based on the apparent authenticity of the sequence, the 
alignment score, and their sequence length compared to the kinase catalytic domain.

Next, a selection of 96 of kinase domain 
constructs will be sent for plate-based 
expression testing at the QB3 
MacroLab. These are to be selected 
using the following scheme:
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JACS 132:1526, 2010
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1.  Keep all kinases with matching plasmids with < 40 residues outside 
the domain region

2.  Keep all kinases with a matching PDB construct with authentic 
sequence

3.  Filter out low-priority kinase domains

Patrick Grinaway

PBSB student

Daniel Parton

Postdoc

Kyle Beauchamp

Postdoc

Jan-Hendrik Prinz

Postdoc

http://github.com/choderalab/ensembler

http://github.com/choderalab/ensembler


Folding@Home gives us access to enormous computational 
resources for probing biomolecular dynamics

http://folding.stanford.eduOver 31 PFLOP/s of aggregate computational power!

Vijay S. Pande 
Stanford University

Table last updated at Mon, 01 Jun 2015 23:02:21

http://folding.stanford.edu


Folding@Home enables whole-kinome 
simulation

518 human protein kinases

3,507 kinase catalytic domain structures

excluding splice and disease variants 

in UniProt

1,816,626 kinase models will be built and refined
on new MSKCC compute resources housed at SDSC

x
=

18,166,260 kinase simulations on Folding@Home
over one year

MSKCC cBio cluster @ SDSC

~



Initial results with 6 ms of Src kinase data: 
Recapitulate DFG fliP

Automated Extraction of Hidden Metastable States: Towards the Kinome Scale
K. A. Beauchamp, Danny L. Parton, Patrick Grinaway, Jan-Hendrik Prinz, Sonya Hanson, John D. Chodera

Memorial Sloan-Kettering Cancer Center

Abstract

Predictive models of ligand binding will require enumerating protein
conformational states and their respective free energies, possibly using atomistic
kinetic models. To date, building such models has required sophisticated manual
tuning and significant domain expertise. Here we describe an automated pipeline
for constructing quantitative kinetic models from massively parallel simulation
datasets.

Markov State Models

Markov state models allow massively parallel molecular dynamics2;9, enabling
aggregate simulation of millisecond-scale conformational changes such as protein
folding1 or kinase inactivation12. The resulting models can be used to interpret
conformational states, to quantitatively predict experimental observables, or to
screen small molecule ligands3.

Challenges in Kinetic Modeling

I Limited robustness7: manually-tuned hyperparameters in every step

Hidden Markov Models of Molecular Kinetics

Recent work7;8 showed hidden Markov models to be an attractive tool for
building kinetic models. Here we extend this work to automatically select
kinetically relevant features for inclusion in modeling.

An Automated Pipeline for Kinetic Modeling

I Combines multiple classes of input features (atom distances, dihedrals, RMSD)
IVariational tICA Feature Selection
IGaussian Hidden Markov Model

Pipeline recovers known metastable states of key model systems: HP35

I 125 µs simulation dataset from DESRES6

IAutomated analysis recovers crystal structure4

I Recovers known intermediate observed in previous experimental4;10 and simulation
studies1

Pipeline recovers known metastable states of key model systems: FIP35

I 200 µs simulation dataset from DESRES11

IAutomated analysis recovers NMR structure and multiple folding pathways5

Slow Motions in Lambda Lysozyme

Automated detection of a subtle proline force field artifact.

Metastable States of src Kinase

Goal: automated discovery of metastable states for the human kinome and
disease-associated mutations.

Automated Tools for Kinetic Modeling

Example Code: Molecular Kinetics as a Data Science Pipeline

trajectories = [load("trj0.h5")]

n_states = 4

n_components = 2

pairs = AtomPairsFeaturizer([[0, 1], [1, 2], [0, 2]])

tica = tICA(n_components=n_components)

hmm = GaussianFusionHMM(n_states, n_components)

model = Pipeline([("pairs", pairs), ("tica" ,tica), ("hmm", hmm)])

model.fit(trajectories)

Conclusions

With recent theoretical and engineering advances, automated extraction of
metastable states at the kinome scale may soon be possible.
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Abstract

Predictive models of ligand binding will require enumerating protein
conformational states and their respective free energies, possibly using atomistic
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tuning and significant domain expertise. Here we describe an automated pipeline
for constructing quantitative kinetic models from massively parallel simulation
datasets.
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Predictive challenges: 
the next generation

D3R SAMPL
* protein-ligand cocrystal structures 
* ligand binding affinities

* transfer free energies 
* physical properties
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