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scoring a single conformation is 
insufficient for useful accuracy

From Warren et al. [GSK], “A Critical Assessment of Docking Programs and Scoring Functions”, J. Med. Chem. 49:5912, 2006.

“For prediction of compound affinity, none of the docking programs or scoring 
functions made a useful prediction of ligand binding affinity.”

There were statistically insignificant correlations (r ) -0.5
to -0.3) between affinity and docking scores observed for the
gyrase B, factor Xa, PPARδ, PDF, and MRS targets (Table 7).
We present a single illustrative example from the MRS data of
the many pAffinity versus scaled score plots generated, but not
shown, as part of our analysis of these data. Though the
correlation coefficient calculated for the plotted MRS data is
-0.3, even a superficial examination of Figure 11 reveals that
no useful correlation existed between the measured affinity and
the docking score. For HCV polymerase, no correlation (r e
-0.1) between score and measured affinity was observed for
any of the 37 scoring functions analyzed as part of this
evaluation. The complete results are tabulated in Supporting
Information.
The observed lack of a strong correlation between affinity

and score for PDF, the metal-containing protease target in this
study, was surprising because previously published data reported
a strong correlation for peptidic inhibitors of human metallo-
proteases (r2 ) 0.78)22 and for dicarboxylic acid inhibitors of
metallo-"-lactamase (r2 ) 0.87).25 It has been noted previously
that success at potency prediction is more likely when the
members of a congeneric series are of similar size and do not
have large conformational differences between the protein bound
and solution states.35 The molecular weight range for each of
the three PDF compound classes was greater than 180. One

possible explanation for the contrast in correlation between
affinity and docking score observed for this study versus
previously published data could be the compound size variation
present in this data set.
A general observation with respect to scoring function

performance on this data set is that no scoring function was
able to rank-order within the congeneric series or to predict
compound potency across series. Except for the case of S.
pneumococcus PDF where the compound affinity was weighted
toward nanomolar compounds, any correlation between docking
score and affinity came from a reduction in the false negative
rate (active compounds predicted to be inactive by the docking
score) and not from a correct rank-order (data not shown).
C.2. In most cases, reproduction of the binding mode did

not improve rank-order or potency prediction performance.
For the targets included in this evaluation, no statistically
significant correlation between docking score and affinity was
observed. One possible explanation is that the docking algo-
rithms did not reproduce the correct binding mode. According
to this hypothesis, we would expect an improvement in
correlation if the experimentally observed binding modes were
evaluated by the scoring function. We remind the reader that
for comparisons between pAffinity and scaled docking score, a
correlation coefficient r ) -1 would correspond to a perfect
rank-ordering of compounds by affinity while r ) +1 would
mean that the scoring function was universally ranking poorly
active compounds higher than more active compounds. Ac-
cordingly, we would hope that correlation coefficients would
be more negative for well-docked compounds than for poorly
docked compounds.
Two of the target data sets, PPARδ and MRS, contained a

large enough number of cocrystal structures to allow us to assess
whether affinity prediction improves for well-docked molecules.
For each target, we computed a correlation coefficient for only
those compounds for which the best-ranked pose was within 2
Å rmsd of the crystallographically determined pose. Table 8
lists the number of well-docked ligands for both of these targets
along with correlation coefficients for the full data set and for
the subset of well-docked ligands. Only programs that correctly
docked at least 30% of the target-specific compounds are
included in Table 8. The comparison between pAffinity and
docking score for a single program is presented graphically in
Figure 12. In this figure, all compounds in the data set are
marked with diamonds while the well-docked compounds are
emphasized by large squares.
Five programs were able to dock at least 30% of the

cocrystallized PPARδ ligands within 2 Å of the crystallographi-
cally determined conformation (Table 8); the rest of the 54
cocrystallized ligands were poorly docked. For most of the
compounds in the full PPARδ data set, we did not have

Figure 10. Plot of scaled score vs pAffinity where the two Chk1 kinase
chemical classes are plotted in magenta (class 1) and blue (class 2). It
is readily apparent that all of the correlation observed between the scaled
docking score and affinity is found in the class 1 molecules and that
no correlation exists between the docking score and class 2 compound
affinities.

Figure 11. Plot of scaled score vs pAffinity for MRS and PPARδ.
While the calculated correlation coefficient for the data shown for MRS
is r ) -0.28, this plot clearly demonstrates that these values are
meaningless. No useful correlation exists between the docking score
and compound affinity.

Table 8. Comparison of the Best Correlation Coefficient r between
pAffinity and Docking Score versus the Correlation Coefficient between
pAffinity and Score for Top-Ranked Poses with rmsd of e2 Å a

MRS PPARδ

program

no. of
well-docked
ligands

all
data

good
pose

no. of
well-docked
ligands

all
data

good
pose

FlexX 17 -0.36 -0.56
Flo+ 29 -0.42 -0.36
Glide 17 0.08 0.50 16 -0.35 -0.54
Gold 23 0.04 0.01 21 -0.43 -0.72
MVP 22 -0.18 -0.31
a The comparison is shown for selected docking programs on two targets,

MRS and PPARδ.

Docking Programs and Scoring Functions Journal of Medicinal Chemistry, 2006, Vol. 49, No. 20 5925

Shoichet BK. Nature 432:862, 2004.



What details are crucial  
for accuracy?

Born-Opppenheimer approximation
Limited treatment of QM (DFT or semiempirical)
Implicit treatment of some electrons

Implicit representation of all electrons

Neglect of polarization
Representation of multipolar moments
by fixed charges

Rigid receptor
Rigid or semi-rigid ligand
Single-configuration scoring
Simple solvation model
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if accurate enough, 
systematically  
remove detail

if insufficiently accurate, 
systematically add detail

molecular mechanics potential energy 
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How can we compute a binding affinity 
including relevant statistical mechanics?
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How can we compute a binding affinity 
including relevant statistical mechanics?

Shan Y, Kim ET, Eastwood MP, Dror RO, Seeliger MA, Shaw DE. JACS 133:9181, 2011.

ANTON 
$50M special-purpose supercomputer from D.E. Shaw Research

Src:dasatanib 
(4 us simulation)

David E. Shaw
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How can we compute a binding affinity 
including relevant statistical mechanics?

Shan Y, Kim ET, Eastwood MP, Dror RO, Seeliger MA, Shaw DE. JACS 133:9181, 2011.

ANTON 
$50M special-purpose supercomputer from D.E. Shaw Research

Src:dasatanib 
(4 us simulation)

For typical drug off-rates (10-4 s-1), 
reliable calculation of binding affinities would require hour trajectories,  

requiring ~106 years to simulate.

David E. Shaw



computational alchemy
A

nn
u.

 R
ev

. P
hy

s. 
C

he
m

. 1
99

2.
43

:4
07

-4
35

. D
ow

nl
oa

de
d 

fr
om

 w
w

w
.a

nn
ua

lre
vi

ew
s.o

rg
by

 U
ni

ve
rs

ity
 o

f C
al

ifo
rn

ia
 - 

Sa
n 

D
ie

go
 o

n 
05

/0
5/

14
. F

or
 p

er
so

na
l u

se
 o

nl
y.

Chodera, Mobley, Shirts, Dixon, Branson, Pande. Curr Opin Struct Biol 21:150, 2011.  
McCammon, van Gunsteren, Kollman, Roux, Boresch, Shirts, Mobley, and others have made important contributions
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alchemical free energy calculations provide a 
rigorous way to efficiently compute binding affinities

∆Gbind

PLP + L

PøP + ø
restraint imposition discharging steric decoupling noninteracting

Requires orders of magnitude less effort than simulating direct association process, 
but still includes all enthalpic/entropic contributions to binding free energy.

multiple simulations of alchemical intermediates

Zn =

!
dx e

−βU(x)

Z =

⌅
e��H(x)dx (1)

�F = ���1 ln Z (2)

P (x) =
e��H(x)

Z
= e�(F�H(x)) (3)

PA(x)

PB(x)
=

exp �(FA �HA(x))

exp �(FB �HB(x))
= e�(�F��H(x)) (4)

PA(x)

PB(x)
= exp (�(�F ��E(x)) (5)

PA(�E

PB(��E)
= exp (�(�F ��E)) (6)

PA(x) = PB(x)e��F���E(x) (7)
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⇥
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= ���1 ln

Z2

Z1
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Z2
· · · ZN

ZN�1
=

N�1⇤

n=1

�Fn⇥n+1 (10)

1

Pioneering work from many: McCammon, van Gunsteren, Kollman, Jorgensen, Chipot, Roux, Boresch, Fujitani, Pande, Shirts, Swope, Christ, Mobley, and many more 
Recent review: Chodera, Mobley, Shirts, Dixon, Branson, Pande. Curr Opin Struct Biol 21:150, 2011. 
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alchemical methods IN PRINCIPLE ALSO PROVIDE 
ACCESS TO many other useful properties

susceptibility to resistance mutations

partition coefficients (logP, logD) and permeabilities 

selectivity for subtypes or related targets/off-targets

lead optimization of affinity and selectivity

β-lactamaseampicillin

lipitor

clomifene ERα/β

also solubilities, polymorphs, etc. 



How accurate does one need to be 
to have an impact on drug discovery?

A 2 kcal/mol error in prioritizing lead synthesis would speed lead optimization by 3x 
but even 10% improvements would be of tremendous benefit

M. R. Shirts, D. L. Mobley and Scott P. Brown. "Free energy calculations in structure-based drug design",  
in Drug Design: Structure- and Ligand-Based Approaches, pgs. 61-86, 2010.

4 Shirts, Mobley, and Brown
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Fig. 1.1. Distribution of drug a⇤nities of the chemist’s predictions (blue) compared
to the distribution of drug a⇤nities after selection by computer with computation
error � = 0.5 (purple), � = 1.0 (pink), and � = 2.0 (red). The shaded area represents
the total probability of a proposed modification with a⇤nity gain greater than 1.4
kcal/mol. In many situations, Even with moderate error, a reliable method of
filtering compounds could significantly improve the e⇤cency of synthesis in lead
optimization.

one round of synthesis. With 1.0 kcal/mol error, we still have 36% chance
of achieving the goal with the first molecule synthesized, for about a 5 fold
decrease in median number synthesized. Surprisingly, even with 2 kcal/mol
computational noise the time to the goal is reduced about threefold. Simi-
lar computations can be done with large numbers of computer evaluations;
unsurprisingly, the more computational evaluations can be done, the more
computational noise can be tolerated and still yield useful time savings. For
example, even with 2 kcal/mol error, if 100 molecules can be screened, num-
ber of molecules required to be synthesized is reduced eightfold, similar to
the results for 10 molecules and 0.5 kcal/mol error.

Even relatively small numbers of moderately accurate computer predic-
tions may be able to give significant advantage in the pharmaceutical work
flow; 100 screened molecules with 2 kcal/mol noise or 10 screens with 1
kcal/mol noise in our example process could reduce the number of molecules
required to be synthesized by almost an order of magnitude. Clearly, these
calculations assume the simulations are not biased against active compounds,
and errors that are highly dependent on the binding system would result in
less reliable advantages. But physically based prediction methods should in

3x

5x

8x

1x

affinity gain 
goal of 1 log unit

reduction in time 
to goal

Abbott medicinal chemists
0.5 kcal/mol accuracy
1.0 kcal/mol accuracy
2.0 kcal/mol accuracy

binding free energy gain in lead optimization synthesis



recent successes suggest useful accuracy 
is achievable for some targets/chemistries

Wang et al. (Schrödinger) JACS 137:2695, 2015. Aldeghi et al. JACS 139:946, 2017.

200 ligands 
relative free energies

bromodomain target selectivity 
absolute free energies

RMSE ~ 1 kcal/mol 
for well-behaved 

proteins/chemistries



A free, open-source, extensible platform 
for free energy calculations and ligand design

YANK: An open-source, community-oriented platform for  
GPU-accelerated free energy calculations

NVIDIA GTX-1080 ($500) 
9 TFLOP/S SINGLE PRECISION

http://openmm.org OpenMM 7.1.0 development snapshot benchmark 
gromacs benchmarks from http://biowulf.nih.gov/apps/gromacs-gpu.html

method natoms gromacs CPU OpenMM GPU speedup
GB/SA 2,489 2.54 ns/day 789 ns/day 311 x

RF 23,558 18.8 ns/day 572 ns/day 30.4 x
PME 23,558 6.96 ns/day 337 ns/day 48.4 x

OpenMM speedup (GTX-1080) over 12-core Xeon X5650 CPU for DHFR

http://www.getyank.org

Andrea Rizzilevi naden
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OpenMM YANK

http://www.getyank.org


yank uses state-of-the-art hamiltonian 
replica exchange with gibbs sampling

... ... ...

propagation mixing

X
...

state 1

state 2

state 3

state 4

Replica exchange and expanded ensemble simulations as Gibbs sampling: Simple improvements for enhanced mixing 
Chodera and Shirts. JCP 135:194110, 2011. 

Facilitates rapid decorrelation of ligand conformations by allowing ligands 
to hop between alchemical states.



Hamiltonian exchange protocol allows for repeated 
binding/unbinding events and reorientation in site

indole binding to T4 lysozyme L99A in GBSA 
Hamiltonian exchange with Gibbs sampling

solid fully interacting
transparent noninteracting

Chodera and Shirts. JCP 135:194110, 2011 
Wang, Chodera, Yang, and Shirts. JCAMD 27:989, 2013. 

http://github.org/choderalab/yankgetyank.org

http://github.org/choderalab/yank
http://getyank.org
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site-resolved affinities can be estimated

benzene bound to T4 lysozyme L99A 
AMBER96 + OBC GBSA

core site

surface sites

Chodera and Shirts. JCP 135:194110, 2011 
Wang, Chodera, Yang, and Shirts. JCAMD 27:989, 2013. 

http://github.org/choderalab/yankgetyank.org

http://github.org/choderalab/yank
http://getyank.org


yank is intended to facilitate 
combinatorial experiments



yank supports explicit solvent (pme) 
and implicit solvent (GBSA)



yank also supports input from other 
popular simulation packages



determining a good alchemical path 
can be difficult



yank includes support for automatic 
protocol optimization for each system

Andrea Rizzi
do only as much work as you need to!



yank automatically generates a 
simulation health report

fully-interacting 
thermodynamic state

replica 0

automated equilibration analysis

equilibration
correlated
decorrelated

replica mixing statistics

simulation timere
pl

ic
a
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installing yank is easy

conda	install	-c	omnia	yank



installing yank is easy

conda	install	-c	omnia	yank

MINICONDA=“Miniconda3-latest-Linux-x86_64.sh”	
wget	https://repo.continuum.io/miniconda/$MINICONDA	
bash	$MINICONDA	-b	-p	$HOME/miniconda	
export	PATH=“$HOME/miniconda/bin:$PATH”



but it’s still harder than it could be
Buy and install appropriate GPUs; still hard to convince people to buy NVIDIA GTX cards 
Install CUDA 8.0 correctly (requires root) 
Convince users to use user-space miniconda installations instead of global anaconda/python 
Get hydra MPICH (conda-installed) to cooperate with your batch queue system 
Deal with MPI parallelization fragility 
Command-line data analysis is still painful (exploring automated Jupyter notebook generation) 
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czodrowski



orion to the rescue?

if we can get free energy 
calculations running in orion, 
our users (academic and industry) 
just need a working web browser

workflow automation could solve other problems too…



What are we evaluating in 
blind competitions?

evaluating the driver evaluating the technology

Need to separate capabilities of technology from skill of driver



containerized workflows would 
allow us to evaluate the technology

preparation
pipeline modeling tool

automated
analysis/

evaluation

industry
datasets

standard 
benchmarks

standardized
data formats

standardized
data formats



open source preparation pipelines can 
capture community-driven best practices

preparation
pipeline modeling tool

automated
analysis/

evaluation

industry
datasets

standard 
benchmarks

standardized
data formats

standardized
data formats



best practices can be 
evaluated by testing variations

preparation
pipeline

variations

modeling tool
automated
analysis/

evaluation

industry
datasets

standard 
benchmarks

standardized
data formats

standardized
data formats





the future: common doi-enabled 
workflow component repository

preparation
pipeline modeling tool

automated
analysis/

evaluation

industry
datasets

evaluation
benchmarks

scientific
paper

DOI

containerized
method repository

workflow-portable
containerized

method

DOI



how much would cloud Free energy 
calculations cost?

p2.xlarge: one K80 GPU 

DHFR benchmark: 
99 ns/day PME

current estimate for absolute binding free energy calculations: 
(52 replicas) (20 ns/replica) (1 day/99 ns) (24 hours/day) ($0.1232/hour) = $31/calculation



how much would cloud Free energy 
calculations cost?

p2.xlarge: one K80 GPU 

DHFR benchmark: 
99 ns/day PME

current estimate for absolute binding free energy calculations: 
(52 replicas) (20 ns/replica) (1 day/99 ns) (24 hours/day) ($0.1232/hour) = $31/calculation

ALREADY OUTDATED



how much would cloud Free energy 
calculations cost?

p3.2xlarge: one Tesla V100 GPU 

DHFR benchmark: 
384 ns/day PME (762 ns/day with HMR)

current estimate for absolute binding free energy calculations: 
(52 replicas) (10 ns/replica) (1 day/384 ns) (24 hours/day) ($0.77/hour) = $25/calculation



there is a path to cheap calculations
optimization of alchemical intermediates 
could cut effort in half without accuracy loss ($12/calculation) 

better integrators 
hydrogen mass repartitioning, solute-solvent splitting, baobab : 762 ns/day 
Could cut effort in half without accuracy loss ($6/calculation) 

cheaper nonbonded treatments 
reaction field is 60% faster than pme; gbsa is 225% faster  
could reduce costs without much accuracy loss ($3-4/calculation) 

GPU upgrades and openmm software improvements  
things get cheaper on their own! 

more tricks up our sleeves 
adaptive single-replica methods 
multiple ligands in one binding free energy calculations

can easily cut to $6/calculation, likely ~ $1/calculation



how hard is orion to develop for?

incredibly easy. 

proof of concept: 
hydration free energies 

cube: ~200 loc 
floe: < 100 loc 
science code is external 
easy to expose multiple features as separate cubes



freesolv 0.5



freesolv 0.5

gbsa

(so sorry for lack of units! Everything is in kcal/mol)



freesolv 0.5

tip3p PME

yikes! What happened?

gbsa

(so sorry for lack of units! Everything is in kcal/mol)



note enormous range 
of [-250,+50] kcal/molall have multiple polar groups

let’s check some outliers
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  anisotropic_dispersion_correction: no 

crazy free energy range
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let’s check some outliers

before

  anisotropic_dispersion_correction: no 

crazy free energy range

this turns off reciprocal-space 
pme electrostatics contribution!  

after

  anisotropic_dispersion_correction: yes 
  anisotropic_dispersion_cutoff: 9*angstroms

much better!

after



quick check of larger outlier set

before



quick check of larger outlier set

before after



orion makes it easy to zoom in 
on outliers



Can we run absolute binding  
free energy calculations on orion?

also easy! 

cube: ~200 loc 
floe: < 100 loc

still very experimental, but we hope to use it to do 
real science in early 2018



replica exchange binding free energy 
calculations present challenges

periodic communication between replicas 
p2.16xlarge can use up to 16 GPUs, p3.16xlarge can use up to 8 gpus 
yank currently uses MPI to communicate between gpus 

long calculations risk eviction 
bind to temporary s3 storage to save state and minimize repeated work 

synchronous replica exchange wastes time 
each replica takes slightly different amount of time,  
so some effort is lost waiting on other gpus 
could share pool of “workers” among many calculations or switch to 
asynchronous methods

some additional engineering is needed, 
but all of these challenges can be overcome



do we need all those replicas?

... ... ...

propagation mixing

X
...

state 1

state 2

state 3

state 4

hamiltonian exchange
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do we need all those replicas?

... ... ...

propagation mixing

X
...

state 1

state 2

state 3

state 4

hamiltonian exchange
MPI 

=PAIN

Or, sequential (slow) execution



do we need all those replicas?

... ... ...

propagation mixing

...

state 1

state 2

state 3

state 4

expanded ensemble
⇡(x, k) / exp[�uk(x) + gk]



do we need all those replicas?

... ... ...

propagation mixing

...

state 1

state 2

state 3

state 4

expanded ensemble
⇡(x, k) / exp[�uk(x) + gk]

One caveat: We need to guess the weights g 
(which are unfortunately the free energies we are trying to compute!)
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Abl:imatinib in vacuum alchemical free energy calculation

ONE GPU, ONE LIGAND BINDING FREE ENERGY CALCULATION!

self-adjusted mixture sampling (SAMS)

Zhiqiang Tan 
Rutgers

Provably asymptotically optimal strategy for finding free energy weights! 
Tan Z. J. Comp. Graph. Stat. http://dx.doi.org/10.1080/10618600.2015.1113975
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what about relative free energy 
calculations?

(OR: i just want to change five atoms, 
why SHOULD I have to annihilate 53?)



Project perses

https://github.com/choderalab/perses

Automates atom mapping between two ligands 
Prepares hybrid topology for relative free energy calculations 

Patrick Grinaway
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Project perses

https://github.com/choderalab/perses

Automates atom mapping between two ligands 
Prepares hybrid topology for relative free energy calculations 
Uses asynchronous equilibrium + nonequilibrium simulations

Patrick Grinaway



OUR VISION:
scalable relative and absolute free energy 

calculations with bayesian bandits

Patrick Grinaway

multiple possible

atom mappings

isolated islands

bottlenecks

goal is to adaptively determine optimal allocation of both 
relative and absolute free energy calculations



near-term goal for perses:
scalable relative and absolute free energy 

calculations with bayesian bandits

Patrick Grinaway



predictions fail for three reasons

We need to UNDERSTAND why failures occur TO improve 
THE ROBUSTNESS OF our PREDICTIVE MODELS

2.   We’re missing some essential chemical in our simulations  
(e.g. protonation states, tautomers, covalent association)

3.   We haven’t sampled all of the relevant conformations 

V (q) =
!

bonds

Kr(r − req)
2 +

!

angles

Kθ(θ − θeq)
2

+
!

dihedrals

Vn

2
[1 + cos(nφ − γ)] +

!

i<j

"

Aij

R12
ij

−

Bij

R6
ij

+
qiqj

ϵRij

#

1. The forcefield does a poor job of modeling the physics of our system



OPEN FORCEFIELD GROUP
http://openforcefield.org

DAVID MOBLEY 
UNIVERSITY OF CALIFORNIA, IRVINE

MICHAEL GILSON 
UNIVERSITY OF CALIFORNIA, SAN DIEGO

MICHAEL SHIRTS 
UNIVERSITY OF COLORADO BOULDER

CHRISTOPHER BAYLY 
OPENEYE SCIENTIFIC
JOHN CHODERA 
SLOAN KETTERING INSTITUTE

LEE-PING WANG 
UNIVERSITY OF CALIFORNIA, DAVIS

ACADEMIC

KENNETH KROENLEIN 
NIST THERMODYNAMICS RESEARCH CENTER

(NIST is a US federal agency)

DATA CONSULTANTS

Medicinal chemistry, forcefield, and charge model expertise

So!ware infrastructure, Bayesian optimization frameworks, 
physical property measurements, free energy methods

Host-guest binding experiments, protein-ligand validation datasets, 
free energy methods
Small molecule forcefield informatics, free energy methods, 
organizational head, development of benchmark datasets

Reweighting and surrogate models for efficient reparameterization,  
free energy methods, uncertainty quantification

Quantum chemistry, automatic forcefield parameterization infrastructure, 
biopolymer and water forcefield expertise

Data quality and reliability, curation of physical property data

http://openforcefield.org


WHY A NEW FORCEFIELD EFFORT?
Simplify and modernize the toolchain used to parameterize biomolecular systems 
A flexible open tool should be able to parameterize systems for many simulation codes 

Rapidly generate living, open, versioned forcefields that consistently improve 
We need useful forcefields now, but we want them to improve and extend over time 
 
Democratize access to forcefield parameterization and science with open toolkits 
Anyone should be able to improve forcefields by adding new data or QM calculations, try out new functional forms, 
or build a family of consistent forcefields with minimal effort 

Curate high-quality datasets for forcefield parameterization and benchmarking 
Good forcefields require good datasets to build and test 

Work toward consistent parameterization of small molecules and biopolymers 
Gracefully handle covalent inhibitors, post-translational modifications, nonnatural residues  

Develop a way to provide built-in estimates of confidence in predictions 
Quantitative systematic error predictions for binding free energies and physical properties



OPEN FORCEFIELD CONSORTIUM
ACADEMICINDUSTRY

FOUNDING INDUSTRY PARTNERS 
TO BE DETERMINED 

CLARA CHRIST (BAYER) + ROSS WALKER (GSK)

DAVID MOBLEY 
UNIVERSITY OF CALIFORNIA, IRVINE

MICHAEL GILSON 
UNIVERSITY OF CALIFORNIA, SAN DIEGO

MICHAEL SHIRTS 
UNIVERSITY OF COLORADO, BOULDER

CHRISTOPHER BAYLY 
OPENEYE SCIENTIFIC
JOHN CHODERA 
SLOAN KETTERING INSTITUTE

LEE-PING WANG 
UNIVERSITY OF CALIFORNIA, DAVIS

KENNETH KROENLEIN 
NIST THERMODYNAMICS RESEARCH CENTER

(NIST is a US federal agency)

DATA CONSULTANTS

MOLECULAR SOFTWARE 
SCIENCES INSTITUTE

coordination of funding 
while minimizing indirect costs

COORDINATING INTERMEDIARY 

?



OPEN FORCEFIELD CONSORTIUM OBJECTIVES
Develop an open, scalable, extensible toolkit for automatically parameterizing forcefields 
Build a modern toolkit for improving parameters based on QM and physical property data (including refinement 
based on in-house datasets), applying parameters to biomolecular systems, and converting these for use in 
popular simulation packages. 

Generate/curate open datasets necessary for producing high-accuracy biomolecular forcefields 
Build an open QM torsion and Hessian dataset for large regions of druglike chemical space 
Compile high-quality physical property datasets necessary for moving past current accuracy limitations 
Novel targeted experimental measurements to provide missing information:  
host-guest binding thermodynamics, liquid mixture densities/enthalpies of mixing, logD/logP measurements 

Generate systematically-improved forcefields on a rapid (quarterly) timecycle 
Starting mid-2018, rapidly release new forcefields on a regular basis with software/datasets used to build them  
Incorporate industry feedback each cycle: targeted chemistries, critical failures, industry benchmarks 
Prioritize easy accuracy improvements that maintain AMBER compatibility ahead of harder ones



HOW IS THE EFFORT OPEN?
OPEN SOURCE  
Everyone has access to the (free) toolkit for building/improving forcefields 

OPEN DATA  
Collected and curated datasets made available 

OPEN SCIENCE  
Everything done in the open on GitHub; all forcefields open

All code, datasets, and forcefields: https://github.com/open-forcefield-group

https://github.com/open-forcefield-group


THE SMIRKS NATIVE OPEN FORCE FIELD (SMIRNOFF) 
FORMAT AVOIDS THE COMPLEXITY OF ATOM TYPING

https://github.com/open-forcefield-group/openforcefield/blob/master/The-SMIRNOFF-force-field-format.md

match bonds directly:

Use of industry-standard SMARTS/SMIRKS chemical perception greatly simplifies tooling for parameter 
assignment while solving issues with extensibility and flexibility

https://github.com/open-forcefield-group/openforcefield/blob/master/The-SMIRNOFF-force-field-format.md


pdfcrowd.comPRO version Are you a developer? Try out the HTML to PDF API

<?xml version="1.0"?>
<SMIRNOFF>

<HarmonicBondForce length_unit="angstroms" k_unit="kilocalories_per_mole/angstrom**2">
   <Bond smirks="[#6X4:1]-[#1:2]" length="1.090" k="680.0"/>
   <Bond smirks="[#6X4:1]-[#8&amp;X2&amp;H1:2]" length="1.410" k="640.0"/>
   <Bond smirks="[#8X2:1]-[#1:2]" length="0.960" k="1106.0"/>
</HarmonicBondForce>

<HarmonicAngleForce angle_unit="degrees" k_unit="kilocalories_per_mole/radian**2">
   <Angle smirks="[a,A:1]-[#6X4:2]-[a,A:3]" angle="109.50" k="100.0"/>
   <Angle smirks="[#1:1]-[#6X4:2]-[#1:3]" angle="109.50" k="70.0"/>
   <Angle smirks="[#6X4:1]-[#8X2:2]-[#1:3]" angle="108.50" k="110.0"/>
</HarmonicAngleForce>

<PeriodicTorsionForce phase_unit="degrees" k_unit="kilocalories_per_mole">
   <Proper smirks="[a,A:1]-[#6X4:2]-[#8X2:3]-[#1:4]" idivf1="3" periodicity1="3" phase1="0.0" k1="0.50"/>
</PeriodicTorsionForce>

<NonbondedForce coulomb14scale="0.833333" lj14scale="0.5" sigma_unit="angstroms" epsilon_unit="kilocalories_per_mole">
   <Atom smirks="[#1:1]" rmin_half="1.4870" epsilon="0.0157"/>
   <Atom smirks="[$([#1]-[#6]-[#7,#8,#9,#16,#17,#35]):1]" rmin_half="1.3870" epsilon="0.0157"/>
   <Atom smirks="[#1$(*-[#8]):1]" rmin_half="0.0000" epsilon="0.0000"/>
   <Atom smirks="[#6:1]" rmin_half="1.9080" epsilon="0.1094"/>
   <Atom smirks="[#8:1]" rmin_half="1.6837" epsilon="0.1700"/>
   <Atom smirks="[#8X2+0$(*-[#1]):1]" rmin_half="1.7210" epsilon="0.2104"/>
</NonbondedForce>

</SMIRNOFF>

SMIRNOFF PARAMETERS FOR METHANOL ARE SIMPLE



SMIRNOFF PARAMETERS FOR ALKANES, ETHERS AND ALCOHOLS ARE COMPACT

36 lines of parameters; fixes errors in existing forcefields with fewer parameters



SMIRNOFF PARAMETERS FOR ALKANES, ETHERS AND ALCOHOLS ARE COMPACT

~1500 molecule set

36 lines of parameters; fixes errors in existing forcefields with fewer parameters



SMIRNOFF99FROSST PERFORMS AS WELL AS GAFF BUT IS 300 LINES 
INSTEAD OF 6000+ LINES

FreeSolv hydration free energy benchmark

http://github.com/open-forcefield-group/smirnoff99Frosst

http://github.com/open-forcefield-group/smirnoff99Frosst


ThermoML Archive density/dielectric benchmark set
GAFF smirnoff99frosst

http://github.com/open-forcefield-group/smirnoff99Frosst

SMIRNOFF99FROSST PERFORMS AS WELL AS GAFF BUT IS 300 LINES 
INSTEAD OF 6000+ LINES

http://github.com/open-forcefield-group/smirnoff99Frosst


ThermoML Archive density/dielectric benchmark set
GAFF smirnoff99frosst

water

http://github.com/open-forcefield-group/smirnoff99Frosst

SMIRNOFF99FROSST PERFORMS AS WELL AS GAFF BUT IS 300 LINES 
INSTEAD OF 6000+ LINES

http://github.com/open-forcefield-group/smirnoff99Frosst


Using SMIRNOFF is easy

Currently based on oechem, but now adding rdkit support

Can export to all major simulation codes (OpenMM, Amber, CHARMM, gromacs, NAMD, 
LAMMPS, Desmond) using ParmEd and InterMol conversion tools

https://github.com/open-forcefield-group/openforcefield

https://github.com/open-forcefield-group/openforcefield


ROADMAP
benchmark

Automated benchmark: 
- densities 
- dielectric constants 
- host-guest affinities 
- protein-ligand affinities

SMIRNOFF 1.0

Finalize SMARTS-based 
forcefield spec

improvements

Enable protein-ligand 
system parameterization 
RDKit compatibility

1A

refit select LJ

Refit targeted Lennard-Jones 
Create QM database to store 
- torsion drives 
- geometries/Hessians 
QM for DrugBank molecules:

1B

refit torsions

Refit torsions, bonds/angles 
Add industry-supplied molecules 
to QM database

1C

refit BCCs

Refit BCCs 
Add industry-supplied molecules 
and LigandExpo molecules 
to QM database

1D
smirnoff99Frosst 
small molecules only

expanded types

Expand valence types 
Introduce off-center charges 
Add industry-supplied molecules 
and eMolecules to QM database

1E

host-guest thermo

Use host-guest thermodynamics 
Add industry-supplied molecules 
and eMolecules to QM database

1F

expanded types

Expand host-guest thermo 
Add industry-supplied 
molecules

1G

refit all LJ

Start from AMBER-FB15 protein FF 
Refit all Lennard-Jones with 
ThermoML Archive data 
(densities, dielectrics)

2A

expanded types

Protein experimental data 
Include more ThermoML  
Archive data (speed of sound)

2B

expanded types

Additional experimental data 
(small molecule NMR, X-ray data)

2C
smirnoff20 

small molecules and biopolymers

expanded types

Additional refinement 
using industry molecules

1H

release objectives 
(each extensively benchmarked)

benchmark

Extensively benchmark 
Fix problem areas

2D



we're porting these tools to orion 
to enable predictive, reproducible science

yank: single-replica absolute free energy calculations 
(protein:ligand, host:guest, hydration, logP, relative solubilities)

perses: automated relative free energy calculations

protons: constant-pH molecular dynamics of protein-ligand complexes

saltswap: realistic macroscopic salt treatment of biomolecular complexes

h!p://getyank.org

h!p://github.com/choderalab/perses

h!p://github.com/choderalab/protons

h!p://github.com/choderalab/saltswap

http://getyank.org
http://github.com/choderalab/perses
http://github.com/choderalab/protons
http://github.com/choderalab/saltswap
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ant nicholls 
christopher baYly 
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craig bruce 
forrest york 
openeye staff  

team Hydration: 
david mobley 
nathan lim 
guilherme matos

team yank: 
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andrea rizzi 
paul czodrowski 
merck kgaa (funding) 

Team perses: 
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THE CHODERA LAB @ MSKCC

Start Folding at h!p://folding.stanford.edu

Josh Fass 
Bas Rustenburg 
Andrea Rizzi 
Patrick Grinaway 
Greg Ross 
Levi Naden

Code and data available at h!p://www.choderalab.org

http://folding.stanford.edu
http://www.choderalab.org


open source, High performance, high usability 
toolkits for predictive biomolecular simulation.

http://omnia.md

http://omnia.md


we make tools for the community

OpenMM (GPU-accelerated MD with Python API) : https://openmm.org 

openmmtools (integrators, alchemy, samplers) : http://openmmtools.readthedocs.io 

YANK (absolute alchemical free energy calculations) : http://getyank.org 

Software best practices : https://github.com/choderalab/software-development 

Omnia consortium : http://omnia.md 

Open Forcefield Group : http://openforcefield.org

https://openmm.org
http://openmmtools.readthedocs.io
http://getyank.org
http://omnia.md
http://openforcefield.org

